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Driver and Pedestrian Mutual Awareness for Path
Prediction and Collision Risk Estimation

Markus Roth , Jork Stapel , Riender Happee , and Dariu M. Gavrila

Abstract—We present a novel method for vehicle-pedestrian
path prediction that takes into account the awareness of the driver
and the pedestrian towards each other. The method jointly mod-
els the paths of vehicle and pedestrian within a single Dynamic
Bayesian Network (DBN). In this DBN, sub-graphs model the
environment and entity-specific context cues of the vehicle and
pedestrian (incl. awareness), which affect their future motion and
allow to increase the prediction horizon. These sub-graphs share
a latent state which models whether vehicle and pedestrian are on
collision course; this accounts for a certain degree of motion cou-
pling. The method was validated with real-world data obtained by
on-board vehicle sensing (stereo vision, GNSS and proprioceptive).
Data consist of 93 vehicle and pedestrian encounters, spanning
various awareness conditions and dynamic characteristics of the
participants. In ablation studies, we quantify the benefits of various
components of our proposed DBN model for path prediction and
collision risk estimation. Results show that at a prediction horizon
of 1.5 s, context-aware models outperform context-agnostic models
in path prediction for scenarios with a dynamics change, while
performing similarly otherwise. Results further indicate that driver
attention-aware models improve collision risk estimation compared
to driver-agnostic models.

Index Terms—Collision risk estimation, driver awareness, path
prediction, pedestrian awareness.

I. INTRODUCTION

MORE than 1.35 million people are killed yearly in traffic
worldwide, according to a much cited report of the

World Health Organization [1]. Pedestrians make up 23% of
this number. More than half of serious crashes between vehicles
and pedestrians occur outside dedicated crossing locations (e.g.
zebras, traffic lights) with marked right-of-way [2].

Despite the recent interest and effort spent on higher levels
of automated driving (SAE level 3+), for the foreseeable future,
the reality on the road (and the accident numbers) will largely
be determined by assistance systems where the driver is still
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Fig. 1. The system assesses mutual awareness of pedestrian and driver in a
scenario of a potentially crossing pedestrian. Cues about the driver, pedestrian
and spatial environment are collected from on-board sensors. A probabilistic
framework based on a Dynamic Bayesian Network (DBN) estimates latent states
of awareness of the driver and pedestrian to predict their future motion. Based
on the predicted paths, collision risk is estimated.

required to keep the eyes on the road. This especially holds for
pedestrian safety in urban traffic.

Pedestrians are highly manoeuvrable; they can stop walking
or change direction in an instant. This makes it challenging to
predict their paths. Current active pedestrian safety systems on
the market provide driver assistance (SAE level 0-2). They are
conservatively designed in their warning and control strategy,
emphasizing the current pedestrian state (i.e. position) rather
than prediction, in order to avoid false system activations (i.e.
automatic braking and evasive steering [3]).

Camera-based driver monitoring systems can detect fatigue,
drowsiness, distraction, gestures, signs of being drunk and readi-
ness to take over from automated driving. On-market systems
for collision warning have been employed as early as 2007
(Toyota/Lexus) monitoring head pose and eye opening.
Recent releases allow for extended SAE level 2 capabilities
while driving on specially mapped highways (Cadillac Super
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Cruise, 2018), in traffic jams with restricted velocity (BMW
Extended Traffic Jam Assistant, 2018), or in single-lane cruising
(Nissan ProPilot, 2019). Mercedes-Benz’s latest S-Class fea-
tures a driver camera that monitors driver’s readiness to take
over from automated driving mode on highways in an SAE level
3 system. This legally allows the driver to perform non-driving
related tasks for up to 10 s under specific conditions.

Active safety systems on the market stand to gain from im-
proved path prediction capability of both ego-vehicle and other
road users. Furthermore, they can benefit from more information
regarding which specific parts of the scene have been perceived
by the driver, to ascertain whether this includes the potential
hazard. Ideally, a prediction horizon of 2.5 s is achieved, at
which point the driver “feels no danger” [4]. For the pedestrian
case, we will be hard pressed to achieve accurate predictions for
a 1.5 s time horizon, as will become apparent. In this paper,
we consider the setting of a potentially crossing pedestrian
and an approaching vehicle which has the right-of-way (i.e. no
dedicated crossing location). We present a method which uses
context cues about the spatial environment, driver-pedestrian
mutual awareness and potential motion coupling to estimate the
future paths of both participants and associated collision risk.
See Fig. 1 for an illustration of the overall system.

Specifically, we extend the Dynamic Bayesian Network
(DBN) method from Kooij et al. [5], [6], which performs path
prediction for an individual pedestrian, to the mutual vehicle-
pedestrian case. As in [5], [6], we capture that pedestrian aware-
ness of the on-coming vehicle will likely affect his/her future
path. In our method we also model that driver awareness of the
pedestrian will likely affect the future ego-vehicle path. We use
head pose (pedestrian, driver) and eye gaze (driver) as proxies
for awareness, as the latter cannot be determined directly.

There are several reasons for choosing a physics-based DBN
approach for path prediction, as opposed to the popular neural
networks. First, a DBN allows more easily to incorporate expert
domain knowledge by means of its graphical model structure.
Second, a DBN is interpretable, one can inspect the values of
its latent variables and follow how it reaches its output. This is
especially important for safety-critical applications. Third, one
can expect a DBN to deal well with smaller datasets, as it has a
comparatively small set of parameters, which will minimize the
effects of over-training. Finally, recent work by Pool et al. [7]
suggests that a DBN can deliver competitive path prediction
results compared to a recurrent neural network (RNN), when its
parameters are optimized by backpropagation as well.

The paper outline is as follows. Section II presents the related
work. Section III describes the proposed context-based path
prediction model for vehicle and pedestrian. Sections IV and V
describe the collected dataset and the procedures for parame-
ter estimation. Section VI describes the experimental results.
Section VII provides a discussion and Section VIII lists the
conclusions.

II. RELATED WORK

Road user path prediction has attracted a lot of attention
in recent years, see surveys regarding the ego-vehicle [8] and
Vulnerable Road Users [9], [10]. Path prediction methods

require positions as input. Ground plane positions relative to
a vehicle coordinate system can be obtained from detections
in various sensors (e.g. camera [11], radar [12], LiDAR [13],
or a combination thereof [13], [14]). If ground plane positions
relative to a global coordinate system are needed (e.g. this
paper), then vehicle ego-motion compensation is necessary as
an additional pre-processing step. For this, a combination of
GNNS, INS and vehicle proprioceptive sensing can be used.
Following sub-sections focus on context cues and motion
models used for path prediction.

A. Context Cues for Path Prediction

In the most rudimentary form, cues for path prediction consist
of point kinematics, i.e. positions and velocities of the relevant
object. It has however been well established that the use of
additional “context” cues can improve path prediction perfor-
mance [10]. These can be categorized into object cues, and static
and dynamic environment cues.

Object context cues refer to cues pertaining to the object of
interest itself. For example, Keller and Gavrila [15] improve
pedestrian path prediction by using dense optical flow features
extracted from a pedestrian bounding box. Kooij et al. [5]
use relative head orientation as a “proxy” for the pedestrian’s
awareness of the oncoming ego-vehicle while crossing. Kooij et
al. [6] and Pool et al. [7] incorporate the arm gesture of a cyclist
to predict its turn at an intersection. Quintero et al. [16] recover
full 3D articulated pose of a pedestrian to better predict crossing
action.

Object context cues can also refer to properties derived from
the driver of the ego-vehicle, when interested in predicting
the future ego-vehicle path. Typical such cues are driver head
orientation or gaze, or performed driver actions, as inferred from
accelerator pedal position, braking force and steering wheel
angle. For example, Roth et al. [17] employ driver head pose
to capture the driver’s awareness of a crossing pedestrian.

Static environment context cues refer to elements of the
static traffic infrastructure which will likely influence road user
motion, such as road topology [7], [18], road markings and traffic
lights.

Dynamic environment context cues capture the presence and
motion properties of other road users (including that of the
ego-vehicle itself) that may influence the target road user’s
behavior, i.e. to avoid hazards or to minimize hindrance. For
example, [5], [6], [17], [19], [20] use basic kinematics properties,
such as relative distances and velocities, and the expected point
of closest approach.

B. Motion Models

Models for human motion trajectory estimation can be sub-
divided into physics-based, pattern-based and planning-based
methods [10]. As motivated earlier, we focus here on physics-
based methods, which represent motion by explicitly defined dy-
namic equations of one or more underlying dynamical models.
Simple motion dynamics can be modeled by Linear Dynamical
Systems (LDS), which commonly assume a linear relationship
between states and measurements with Gaussian noise. Under
these assumptions, the Kalman Filter (KF) [21] is an optimal
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TABLE I
LATENT CONTEXT STATES, THEIR ASSOCIATED OBSERVATION AND THE PURPOSE WITHIN THE DBN STRUCTURE. STATES ARE GROUPED BY VEHICLE/DRIVER

(COMMON SUPERSCRIPT V ), PEDESTRIAN (SUPERSCRIPT P ) AND SHARED CONTEXTS

filtering algorithm, which has been widely applied for pedestrian
and vehicle tracking [8], [22].

In the scope of collision analysis, motion models play a
role for predicting paths of targets such as a potentially cross-
ing pedestrian and the ego-vehicle. The probabilistic models
described here allow to extrapolate observed behaviors into
the future while accounting for uncertainties in the assumed
dynamics and observations.

Since traffic behavior may change at any time, a common
approach is to treat the complex dynamics by switching between
or combining multiple motion models at each prediction step,
e.g., by using Switching LDS (SLDS). SLDS can be extended
by dynamical models to incorporate contextual cues for path
prediction [6], [16]. Li et al. [23] combine the path prediction
output of Kooij et al. [6] with a sequence-to-sequence trajectory
generation method to leverage the complementary advantages
of hand-crafted models and data-driven methods.

Different methods have been introduced to predict the paths
of multiple interacting road users, e.g., Social Force models for
human-human interactions [24]. For pedestrian-vehicle encoun-
ters, e.g., Kooij et al. [6] assume that the vehicle does not change
motion dynamics, while Braeuchle et al. [25] use a Bayesian
Network to find an appropriate vehicle motion model which
minimizes pedestrian injury risk. The pedestrian motion model
is fixed based on initial velocity. Gupta et al. [26] simulate
actions (speed up, slow down) of a self-driving vehicle within a
negotiation cycle with a crossing/yielding pedestrian to optimize
traffic throughput.

III. JOINT VEHICLE AND PEDESTRIAN PATH PREDICTION

A. Overview and Main Contributions

Kooij et al. [6] note that a pedestrian’s decision to continue
walking or to stop in a crossing scenario is mainly influenced by
the presence of an approaching vehicle on collision course, the
pedestrian’s awareness thereof, and the position of the pedestrian
with respect to the curbside. This knowledge is encoded in
a context-based SLDS (a special DBN), where latent discrete
states control the switching probabilities between the continuous
state dynamics of walking and standing.

Fig. 2. Graphical model representation of the Dynamic Bayesian Network
(DBN). Discrete nodes are rectangular, continuous nodes are circular. Grey
nodes represent observable variables while the other nodes represent latent
states. Dashed lines depict temporal connections between latent context states
in subsequent time instances. Driver-related nodes are shaded in green while
pedestrian-related nodes are shaded in blue. Context state description and
purpose are provided in Table I.

In this work, we are interested in vehicle-pedestrian collision
risk, thus we extend the prediction component to the ego-vehicle.
We analogously argue that the vehicle’s outcome of continue
moving or stopping is mainly influenced by the presence of an
approaching pedestrian on collision course, the driver’s aware-
ness thereof and the distance of the vehicle to the pedestrian’s
crossing location. We model pedestrian and vehicle motion with
two SLDSes which are linked to each other by a shared latent
state, which captures the motion coupling between the two
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objects. The proposed DBN is shown in Fig. 2 (see Table I for
the corresponding node descriptions).

Our main contributions are:
� We present a method for joint path prediction and collision

risk estimation of vehicle and pedestrian using observed
kinematics, mutual awareness, and environment cues.

� We provide an ablation study of the effect of various context
cues on situations where an intervention of either road user
is needed to avoid a collision.

� We apply our method on real sensor data from a vehicle.
Compared to our earlier work [17], we add collision risk

analysis and perform more extensive evaluations (incl. estimated
head pose and estimated eye gaze in addition to invasively
measured head pose [17]) on a new and larger dataset.

B. DBN

The DBN consists of two sub-graphs, one for the pedestrian
and one for the vehicle. The pedestrian sub-graph is congruent
with the DBN of Kooij et al. [6]. The vehicle sub-graph displays
analogous behavior for the vehicle, by encoding driver aware-
ness by driver gaze and braking manifestation by being close to
the crossing location of the pedestrian.

1) Pedestrian-Related Context States: The pedestrian P can
exhibit one of two motion types: walking (MP

t = mP
move,

constant velocity) and standing (MP
t = mP

stop, constant po-
sition). The motion state of the pedestrian contains two-
dimensional positions and velocities: XP

t = [xt, yt, ẋt, ẏt]
T .

This results in the linear state transformation matrices:

A(mP
move) =

⎡
⎢⎢⎣
1 0 Δt 0
0 1 0 Δt
0 0 1 0
0 0 0 1

⎤
⎥⎥⎦ , A(mP

stop) =

⎡
⎢⎢⎣
1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1

⎤
⎥⎥⎦ (1)

The vehicle observes pedestrian world positions Y P
t ∈ R2

without velocities, resulting in the corresponding observation

matrix CP =
[
1 0 0 0
0 1 0 0

]
.

For the context-based SLDS, the switching state MP
t of the

pedestrian motion model is encoded in the DBN as a categorical
distribution MP

t+1 = Cat(MP
t , ALP

t+1, HSP
t+1, CCt+1) as

shown in Fig. 2. The pedestrian awareness context SP
t models

whether the pedestrian sees the approaching vehicle. Head ori-
entation HOP

t forms the evidence. The context variable HSP
t

memorizes whether the pedestrian has seen the vehicle in the
past, acting as a logical OR between previous HSP

t−1 and
current SP

t. The environment context ALP
t models whether

the pedestrian is near the curb, thus encoding where a pedestrian
would normally stop to yield for oncoming traffic.

2) Vehicle-Related Context States: The vehicle motion state
isXV

t = [xt, yt, ẋt, ẏt]
T . It uses a constant velocity model while

driving, and a velocity decay model for braking:

A(mV
move) =

⎡
⎢⎢⎣
1 0 Δt 0
0 1 0 Δt
0 0 1 0
0 0 0 1

⎤
⎥⎥⎦ , A(mV

stop) =

⎡
⎢⎢⎣
1 0 Δt 0
0 1 0 Δt
0 0 d 0
0 0 0 d

⎤
⎥⎥⎦ (2)

The decay parameter d = 10
√
0.5 ≈ 0.93 is empirically chosen

to represent a velocity half-life of 0.5 s, i.e., the velocity becomes
d10 = 0.5 of its initial value after 10 discrete time steps (0.5 s).
This results in a mean initial deceleration of ∼ 4.2 m/s2 over
the first second, reflecting moderate braking. Also, the vehicle
V observes its own velocity, resulting in the observation matrix

CV =

[
1 0 0 0
0 1 0 0
0 0 1 0

]
.

For the vehicle, the context-based SLDS’ switching state
MV is encoded as a categorical distribution MV

t+1 =
Cat(MV

t , ALV
t+1, HSV

t+1, CCt+1). The driver awareness
contextSV

t models the driver’s awareness of the pedestrian. It is
inferred from the attention eccentricity HOV

t, i.e., the absolute
visual angle difference between the driver’s center of gaze (or
head direction) and the pedestrian. The context variable HSV

t

memorizes whether the driver has seen the pedestrian analo-
gous to HSP

t. The static environment context ALV
t indicates

whether the vehicle is at a distance from the pedestrian’s crossing
location where the driver can be expected to yield, assuming
he/she has the intention to do so.

3) Shared Context State: Both pedestrian and vehicle dy-
namics depend on CCt, which indicates whether pedestrian and
vehicle are on a collision course. It uses the minimum distance
Dmin

t obtained when linearly extrapolating the trajectories with
their momentary estimated velocities [20].

C. Inference

During inference the DBN states are propagated over time
by incorporating observations in a forward filtering procedure
(predict, update) following [6]. At each time step t, the entire
state of the DBN is represented by the 9 discrete latent states
(4 vehicle, 4 pedestrian, 1 shared) and two partially observable
continuous latent states (XV

t ,XP
t ), see Fig. 2. During the predict

step, the value of each discrete latent state changes according
to a fixed transition table, based on the values of its input
states, i.e., each state’s input nodes in Fig. 2, including the
state from the previous time step t− 1 (dashed line). During the
update step, observations are incorporated based on the context
likelihood distributions, see Fig. 3. The intermediate goal is to
have the motion model switching states for both vehicle (MV

t )
and pedestrian (MP

t ) which represent the switching probability
of the SLDS of each road user. The two continuous latent states
XV

t , XP
t are propagated over time using observations (Y V

t ,
Y P
t ) by standard LDS means, i.e., Kalman filter. Prediction into

the future without observation follows the same procedure, but
without the update steps. Overall, this results in predicted motion
states including uncertainties for both vehicle and pedestrian.
To keep inference tractable, we apply Assumed Density Filter-
ing [27], resulting in the probability distributions of XV

t , XP
t to

be each modeled by a Gaussian Mixture (K=2).

IV. PARAMETER ESTIMATION

We set the DBN model parameters by performing a data-
driven initialization step, followed by a gradient-based optimiza-
tion step, using the dataset we introduce in Section V.
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Fig. 3. Original and fitted context likelihood distributions. See Section IV-A for details. (a) Dmin: Minimum distance along approach (m), (b) DLP : Pedestrian
distance to curb (m), (c) DLV : Vehicle distance to crossing location (m), (d) HOP : Pedestrian head orientation (deg), (e) HOV : Attention eccentricity (measured
head pose) (deg), (f) HOV : Attention eccentricity (estimated head pose) (deg), (g) HOV : Attention eccentricity (estimated eye gaze) (deg).

A. Model Parameter Initialization

Model parameters relate to motion dynamics and context.
They are initialized similar to Kooij et al. [6].

1) Motion Dynamics: The underlying motion models ofMV

and MP are represented by LDSes which model process noise
Q and observation uncertainty R. Process noise Q of vehicle
and pedestrian are set for both position and velocity states and
are limited to diagonal matrix entries. Values were selected
to reflect model uncertainty under typical velocity changes of
drivers and pedestrians [28], [29]. Observation noise R is set
to reflect typical variance of measurement noise for pedestrian
detection and vehicle movement observed on-board our vehicle,
see Section V. The motion state transition matrices were ob-
tained as follows. The vehicle motion state MV was categorized
as braking when such activity was detected, analogous to ALV ,
and as driving otherwise. The pedestrian motion state MP was
categorized as standing in all scenarios where a pedestrian stops
starting from three frames preceding TTE = 0 (see Section V-B
for definition of TTE), similarly to ALP below. The motion
state at all other time instants was categorized as walking. The
motion state transition matrices were then obtained by counting
and normalizing the occurrences of the respective transitions.
The initial motion states assume the vehicle and pedestrian are
driving and walking.

2) Context: To obtain the parameters for binary context
states, we need to establish their ground truth values; we do
so in a two-step approach. In the first step, ground truth val-
ues were roughly obtained by setting some states to the same
values for the entire scenario based on its definition (SP , SV ,
CC), by manual annotation (ALP = 1 ⇐⇒ TTE = 0), or
by an automatic observable criterion (ALV = 1 for all mo-
ments after first deceleration, i.e., pressing the brake pedal).
This yields the context likelihood distributions as shown by
the histograms in Fig. 3. Parametric distributions were fitted
by Maximum-Likelihood-Estimation and are shown by line

plots. The parametric form of the distributions was chosen
heuristically: Gaussian (DLP , DLV ), Gamma (Dmin, HOV )
or von-Mises distribution (HOP ).

In a second step, more accurate ground truth values for
the context states were obtained on the basis of the obtained
context likelihood distributions. For context states ALV , ALP

and CC, the values were re-assigned based on a maximum
likelihood criterion (e.g., CC = 1 ⇐⇒ Dmin < 2.6 m, see
Fig. 3(a)). ForSP andSV , re-assignment was done heuristically.
We re-assigned SP = 1 ⇐⇒ HOP ∈ [−30, 30]◦ due to the
largely overlapping distributions caused by miss-estimation of
the head pose estimation algorithm. We re-assigned SV = 1
⇐⇒ HOV < 10◦ whenever we use the head orientation and
< 4◦ otherwise for the eye gaze orientation. The transition
matrices which represent the transition probabilities conditioned
on the input states (i.e., incoming links in the DBN graph)
were obtained by counting and normalizing the re-assigned
binary context values between adjacent time steps. The transition
probabilities of HSV and HSP are implemented as a binary
OR in order to memorize the last state in accordance with their
definition in Section III-B1.

The initial context states values were set conservatively at
the beginning of each encounter: driver/pedestrian not looking,
vehicle not near crossing location and pedestrian not at curb.

B. Model Parameter Optimization

We employed the gradient-based method of Pool et al. [7] to
obtain optimized model parameters. In short, the method per-
forms back-propagation similar to neural networks on the DBN
parameters on a differentiable loss function. We maximize the
observation log likelihood of the vehicle and pedestrian under
their respective predicted Gaussian distributions, see Eq. (4).
All intermediate time-steps up to the prediction horizon are
incorporated into the loss function to enforce a consistent path.
Measurements with time-to-event (TTE) ∈ [−2.5 s, 3.0 s] are
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considered for optimization, to cover periods of typical motion
dynamics. Missing intermediate measurements are ignored for
optimization. TTE is defined in Section V.

Optimization has been performed while enforcing properties
of the DBN variables to keep the state representation inter-
pretable, such as probabilities residing in [0,1] and process and
observation noises remaining positive definite. We also enforce
the latter to be diagonal matrices with variability along elements
of main direction of travel to reduce degrees of freedom and
obtain more stable convergence in the optimization process.

The model parameters chosen for optimization are: process
noises (Q) of pedestrian and vehicle, transition probabilities,
and context observation distribution parameters. The model was
implemented in Python 3 using PyTorch 1.4 and was optimized
using Adam [30].

V. DATASET

A. Scenarios

93 vehicle-pedestrian encounters with 4 trained drivers and
4 pedestrians were staged on two empty public roads. Each
encounter consisted of a single pedestrian with the intention to
cross the street in front of the approaching vehicle. The encoun-
ters represented nine disjoint scenarios (8-20 encounters each)
with different combinations of situation criticality (collision
course/sufficient time to cross), pedestrian behavior (stop at
curb/cross), pedestrian awareness of the approaching vehicle
(aware/unaware), vehicle behavior (brake/continue) and driver
awareness of the approaching pedestrian (aware/unaware). The
included scenarios are listed in the left of Table III.

All scenarios (except the anomalous scenario 9a) encode the
following behaviors:
� An aware pedestrian will yield to the vehicle. Pedestrian

awareness is inferred from pedestrian head pose.
� An aware driver brakes for an inattentive pedestrian ap-

proaching the curb. Awareness is inferred from driver head
or gaze orientation.

� In non-collision-course crossing scenarios, both partici-
pants continue walking/driving.

� Unaware participants continue walking/driving.
Scenarios 1 to 4 represent non-collision-course conditions,

meaning the pedestrian has sufficient time to cross. Scenarios 5
to 7 are safe through a change in behavior by either the driver
or pedestrian due to awareness of the other participant. Scenario
8 represents a collision where both driver and pedestrian are
unaware of each other’s presence. Scenario 9a represents an
anomalous scenario: the pedestrian crosses despite being aware
of the approaching vehicle. The anomalous scenario is not
considered for model parameter estimation.

Pedestrians were instructed to either “continuously observe
the vehicle” or to “keep facing forward and don’t look at the
vehicle”. Drivers were instructed to either “keep looking at
the pedestrian” or to “avoid looking at the pedestrian” while
approaching the pedestrian.

While scenarios 8 and 9a represent collisions, naturally, no
actual collision took place during data collection. Instead, the

vehicle was brought to a full stop before colliding with the pedes-
trian. The vehicle’s velocity and position data were artificially
replaced with a constant velocity model starting just before the
onset of braking.

To ensure safety, the road was overseen to halt the experiments
when other traffic entered the testing area. A co-driver provided
verbal instructions on when to brake. Target driving speed
was 20 km/h and pedestrians adopted their preferred walking
pace.

B. Instrumentation, Measurements and Ground Truth

All data were collected with a TU Delft experimental ve-
hicle, whose instrumentation is described in further detail
in [31]. Vehicle position, orientation and velocity are obtained
from an ego-vehicle localization system which fuses differ-
ential GNSS, IMU, steering wheel angle and wheel ticks.
We implement this by the Robot Operating System (ROS)
robot_localization package [32] and gain the transfor-
mations from vehicle frame to the world coordinate frame, which
is set to identity at the start of the system. The GPS maintains
a position accuracy of 4 cm while drift between GPS updates is
limited to 0.8% per unit of distance traveled. The road was ob-
served at 10 Hz using a forward-facing stereo camera (baseline
22 cm, 1936 × 1216 px) mounted behind the top-center of the
windshield to obtain a dense stereo depth image of the scene in
front of the vehicle.

Driver head pose and gaze were recorded with two systems.
Estimated eye gaze and head pose were recorded with a high-end
commercial off-the-shelf eye tracker (Smarteye: 4-camera Smart
Eye Pro dx 5.0, software version 8.2, running at 60 Hz with a
gaze accuracy down to 0.5◦). Secondly, measured head pose
was obtained by a head-worn infrared-reflective marker tracked
by an optical marker tracking system (Smarttrack) mounted on
the rear seat head rest [17], [33]. Additionally, the driver was
observed by a camera mounted above the speedometer for visual
verification purposes. All sensor data were spatially calibrated
and resampled to a target rate of 20 Hz.

Measured pedestrian positions on the ground plane were
obtained in three successive steps: (1) 2D pedestrian bound-
ing boxes were estimated from the forward facing camera by
the Single-Shot-Multibox-Detector (SSD) of Braun et al. [11].
(2) Distance to camera was found by median stereo disparity [34]
of the 2D bounding box. (3) Transformation of this car-relative
pedestrian position to ground plane positions in world coordinate
frame was performed via ego-vehicle localization. The time be-
tween the first pedestrian detection and the pedestrian reaching
the curb was (min / max / mean = 1.3 s / 3.2 s / 2.9 s) over the
various sequences. In that period, the pedestrian detection recall
was 83%.

Similarly to Kooij et al. [5], we infer pedestrian’s focus-of-
attention from pedestrian head orientation. We apply the method
of Braun et al. [35] to obtain a single yaw angle representing
pedestrian head orientation.

In order to temporally compare prediction performance
among the various scenarios, a semantically meaningful event
was manually annotated for each sequence, as in [5], [15]. For
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scenarios where the pedestrian crosses, it represents the first
frame where a pedestrian’s foot crosses the curb. For scenarios
where the pedestrian stops, it represents the moment where the
last foot is placed on the ground near the curb. This implicitly de-
fines time-to-event (TTE) for each time-step of each sequence
(negative TTE: before event).

For each encounter, we obtained ground truth of the pedestrian
position in the world coordinate frame. The pedestrian’s path
of travel is defined in the world coordinate frame as a straight
line and corresponds to the path the participants were instructed
to move along. The pedestrian ground plane location is then
obtained by the intersection of the annotated path of travel with
the vertical plane spanned by the image column of the hip point
which we manually annotated in each frame. We employ map
information and ego-vehicle localization to estimate the location
of the curb side.

VI. RESULTS

To evaluate the incremental benefits of the DBN model com-
ponents for an intelligent collision warning system, we compare
six models with varying access to the used context cues on their
joint prediction performance of vehicle- and pedestrian-path and
collision risk. We adopt two evaluation metrics: the ability to
predict driver and pedestrian location 1.5 s into the future, and
collision risk across multiple prediction horizons. Evaluation is
performed using 5-fold cross validation.

A. Evaluation Metrics

For each time t, each model creates a predictive distribution
P̃t→t+tp(Xt) for state Xt and prediction horizon tp. Based on
the predictive distributions of both vehicle and pedestrian, we
evaluate individual path prediction performance and combined
collision risk.

1) Path Prediction Performance: Two performance metrics
are used to evaluate path prediction performance [5], [15]: (a)
Euclidean distance error between predicted expected position
and future ground truth position GTt+tp :

error (tp|t) =
∣∣∣E [

P̃t→t+tp (Xt)
]
− GTt+tp

∣∣∣ (3)

and (b) the log likelihood of the future ground truth position
GTt+tp under the predictive distribution:

loglik (tp|t) = log
[
P̃t→t+tp

(
GTt+tp

)]
(4)

loglik encapsulates both the spatial error and certainty about
the position observation. Larger loglik values denote better
prediction performance.

2) Collision Risk: We determine the probability for a colli-
sion by taking the integral of the predictive distributions over
a collision area, which is defined by all possible intersections
between vehicle and pedestrian locations. Let P̃t→t+tp(Xt) =
N (μt→t+tp , σ

2
t→t+tp

) be a single Gaussian predictive position
of either pedestrian P or vehicle V. The combined predictive
position is then defined as P̃φ

t→t+tp
(XP

t , X
V
t ) = N (μP

t→t+tp
−

TABLE II
CONTEXT CUES AND NUMBER OF MOTION MODELS PER ROAD USER USED IN

THE MODEL VARIANTS. DBN SUFFIXES DENOTE USED CONTEXT:
P: PEDESTRIAN [6]; V: VEHICLE (ALV ); H: DRIVER HEAD POSE; G: DRIVER

GAZE. E.g., DBN.pvg USES PEDESTRIAN, VEHICLE AND DRIVER EYE GAZE

AWARENESS CONTEXT

μV
t→t+tp

, (σP
t→t+tp

)
2
+ (σV

t→t+tp
)
2
). The collision risk pre-

dicted from t for t+ tp is given by:

CR (tp|t) =
∫
Aφ

P̃φ
t→t+tp

(XP
t , X

V
t )dX

P
t dX

V
t (5)

with Aφ being the combined spatial extent of vehicle and
pedestrian. If the predictive distributions for the vehicle and
the pedestrian are represented as Gaussian Mixtures (SLDS
and DBN variants), the overall collision risk is given by the
weighted pairwise collision risk between the Gaussian Mixture
components. This extends the collision risk estimation method
of Braeuchle et al. [25].

For the application of collision risk warning, collision prob-
ability has to be classified into collision or no collision, and
classification performance requires a ground truth for collision
outcome. We define collision ground truth as true for any time
instance where the vehicle and pedestrian ground truth overlap
given their position and spatial extent. In order to assess the colli-
sion risk prediction performance at various prediction horizons,
we select a fixed false positive rate (FPR) and find the attainable
true positive rate (TPR) for each prediction horizon tp.

B. Model Variants

We evaluate four context-aware models, including the method
of Kooij et al. [6], which differ in their access to pedestrian
and vehicle context, and compare them to two context-agnostic
models. An overview of the used context cues of the models
is given in Table II. All models were optimized individually as
described in Section IV.

1) Context-Agnostic LDS: Both linear dynamical systems
for pedestrian and vehicle path prediction are instantiated by
constant velocity motion models.

2) Context-Agnostic SLDS: Vehicle and pedestrian motion
are both modeled by context-agnostic SLDSes with the same
underlying motion models as the context-aware models (driv-
ing/braking, walking/standing) described below.

3) Context-Aware Models With Varying Pedestrian- and
Vehicle-Context: We analyze four variants of the model pre-
sented in Fig. 2 which take different amounts of context into
account: DBN.p represents the context-based pedestrian path
prediction method of Kooij et al. [6]. The method is driver-
agnostic and models the vehicle dynamics as a context-agnostic
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TABLE III
SCENARIO DECOMPOSITION (LEFT), MEAN PATH PREDICTION PERFORMANCE IN TERMS OF LOGLIK (CENTER) AND EUCLIDEAN DISTANCE ERROR (RIGHT) OF

VARIOUS MODELS FOR A PREDICTION HORIZON OF tp = 1.5 s. THE TOP AND LOWER HALVES OF THE TABLE CAPTURE THE PREDICTION PERFORMANCES OF

PEDESTRIAN AND VEHICLE ALONG THE DIMENSION OF MAIN TRAVEL (I.E. LATERAL AND LONGITUDINAL VS. VEHICLE MAIN AXIS). SEE SECTION VI-B FOR

MODEL DEFINITIONS. HIGHER LOGLIK AND LOWER EUCLIDEAN DISTANCE ERROR DENOTE BETTER PREDICTION PERFORMANCE. BOLD NUMBERS DENOTE

BEST-PERFORMING MODEL PER SCENARIO. GREY ROWS DENOTE SCENARIOS WITH A CHANGE IN DYNAMICS OF THE RESPECTIVE ROAD USER

SLDS. DBN.pv is vehicle-aware and extends DBN.p with vehicle
static environment cues but remains driver-agnostic. It includes
proximity of the vehicle to the crossing location of the pedes-
trian (ALV ). DBN.pvh additionally uses driver head pose as an
awareness cue (SV ). DBN.pvg uses driver eye gaze instead of
driver head pose.

C. Path Prediction

Table III depicts average path prediction performance over
various encounters of a certain scenario in terms of loglik and
Euclidean distance error of both pedestrian and vehicle for a pre-
diction horizon tp = 1.5 s averaged over periods where typical
changes in dynamics occur (pedestrian: TTE ∈ [−0.5 s, 2.0 s],
vehicle: TTE ∈ [−0.5 s, 3.0 s]; TTE ranges define times where
predictions are made for). Let us consider three scenario types.

1) Normal Scenarios With no Motion Change: We first con-
sider the normal scenarios where no motion change occurs for
a certain road user (i.e. scenarios 1-4 and 7-8 for the pedestrian,
and scenarios 1-6 and 8 for the vehicle; the respective average
performances are listed in two separate rows of Table III).

We see that the LDS for that road user has a comparatively poor
loglik overall (−4.4 and −13.9, resp.), as the uncertainty region
of its single-Gaussian state representation is large to account
for possible motion changes. On the other hand, its maximum
likelihood estimate is comparatively accurate: the Euclidean

distance error is smaller than that of other models (65 cm and
52 cm, for pedestrian and vehicle resp.); this is to be expected
as its linear model precisely fits the actual motion.

We also observe that context-aware models are at least on-par-
with their context-agnostic (multi-motion) counterparts; cases of
outperformance suggest that the context in the former provides
more selective guidance when a motion change is probable.
Specifically, models that incorporate pedestrian context (all
DBN variants) are on-par-with (outperform) SLDS in terms of
the loglik (Euclidean distance error) metric for the pedestrian.
Models that incorporate vehicle context (DBN.pv, DBN.pvh and
DBN.pvg) are on-par-with SLDS in terms of the loglik and
Euclidean distance error metric for the vehicle.

2) Normal Scenarios With Motion Change: Let us now con-
sider the normal scenarios where motion change occurs for
a certain road user (i.e. scenarios 5-6 for the pedestrian, and
scenario 7 for the vehicle; the respective average performances
are listed in two separate rows of Table III).

We see that the context-aware models for a road user mostly
outperform their context-agnostic counterparts (LDS and SLDS)
in terms of loglik and Euclidean distance error for that road user.
We observe that having the full context of a road user does not
necessarily improve performance for that road user as opposed
to using only partial context (e.g. for the vehicle, DBN.pvh and
DBN.pvg underperform DBN.pv on Euclidean distance error).
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Fig. 4. Loglik and standard deviation over time for a braking vehicle (scenario
7) for a prediction horizon tp = 1.5 s, and drawn at the moment for which the
prediction was created (i.e., the values shown at TTE = 0.0 s were predicted
from measurements of TTE = −1.5 s). The vehicle initiates braking for the
crossing pedestrian between −1.8 s and 0.6 s, with most vehicles braking from
0.0 s onward.

We also observe that adding context related to the other
user does not improve performance for the original road user
(e.g. adding vehicle context DBN.pvh and DBN.pvg does not
outperform pedestrian prediction performance by DBN.p). An
outperformance might have been expected, as a motion change
indicates an interaction between the road users, where such
other road user context could be helpful. Apparently, the motion
coupling by means of the CC state variable in the DBN is
(too) weak, and is possibly overshadowed by data issues (e.g.
measurement noise, insufficient data).

Fig. 4 shows a temporal analysis of vehicle path prediction
performance for sequences where the vehicle stops (scenario 7).
While the vehicle approaches the pedestrian with constant
velocity (TTE < −0.2 s), the three compared models (LDS,
SLDS, DBN.pvg) show similar performance. As the vehicle
slows down, both LDS and SLDS increase in spread over various
sequences (shown by the standard deviations) and gradually
decrease in vehicle loglik. The SLDS model adapts more quickly
to the change of dynamics (switch from driving to braking)
compared to the LDS. The DBN.pvg model variant anticipates
the change in motion dynamics resulting in a higher loglik
and less uncertainty than the context-agnostic models, therefore
resulting in a better path prediction performance for the vehicle.

3) Anomalous Scenario: Finally, let us consider the anoma-
lous scenario 9a. It is anomalous as the pedestrian crosses despite
seeing the vehicle. We observe in Table III a lower predic-
tion performance of the context-aware models (all DBN vari-
ants) regarding the pedestrian compared to the context-agnostic
models (SLDS and LDS). This is no surprise, as the context-
aware models were trained to expect stopping behaviour. Despite
this, performance degrades gracefully, since the measurements
of the walking pedestrian allow the context-aware models to
infer decent motion state estimates.

Fig. 5 shows a comparison between driver gaze (DBN.pvg)
and driver head pose (DBN.pvh) as contextual cue for SV

(sees-pedestrian). For SV = 1, driver gaze provides higher clas-
sification confidence inHSV (has-seen-pedestrian) compared to

Fig. 5. Classification performance of DBN.pvg and DBN.pvh on the hidden
HSV state on sequences where driver is instructed to be attentive (SV = 1)
and inattentive (SV = 0).

head pose. For SV = 0, both models incorrectly believe that the
driver has seen the pedestrian for a similar fraction of sequences.
However, this classification accuracy did not yield a better
vehicle path prediction performance when comparing DBN.pvg
to DBN.pvh in Table III. We attribute this to the memorizing
effect of HSV .

Measured driver head pose (Smarttrack) provided virtually
identical results to estimated head pose (Smarteye) on all sce-
narios, and was therefor excluded from analysis.

D. Collision Risk Estimation

We first compare how collision risk estimates evolve over
time for the LDS, SLDS and DBN.pvg models on two exemplary
sequences with changing vehicle dynamics (scenario 7) and
collision (scenario 8), followed by an assessment of overall
collision risk prediction performance as function of prediction
horizon.

1) Scenario-Based Collision Risk: Fig. 6(a) shows collision
risk prediction for a sequence from scenario 7, where the vehicle
brakes due to an aware driver. Thus, a low predicted collision
risk is expected. For a prediction horizon tp = 0.75 s, all models
predict a negligible collision risk (dashed lines). Predicting tp =
1.5 s into future, the LDS and SLDS models anticipate a collision
risk of 66% and 56% respectively while the DBN.pvg model
keeps a collision risk below 10% throughout the sequence.

Fig. 6(b) shows collision risk over time for one sequence from
the collision scenario (scenario 8), where both the vehicle and
the pedestrian continue their respective motion, being unaware
of each other. The collision window depicts all time instances
defined as a collision in accordance with Section VI-A, i.e.,
where the geometries of vehicle and pedestrian overlap. Pre-
dicting 0.75 s into the future, all compared models (LDS, SLDS,
DBN.pvg) depict similar maxima of collision risk within the col-
lision window. With increasing prediction horizon, each model
becomes less certain, resulting in a lower predicted collision
risk.

The maxima are above 18% within the collision window
for the exemplaricly depicted sequence. Fig. 6 further shows
that only for DBN.pvg, there exists a range of collision risk

Authorized licensed use limited to: TU Delft Library. Downloaded on December 22,2022 at 14:12:52 UTC from IEEE Xplore.  Restrictions apply. 



ROTH et al.: DRIVER AND PEDESTRIAN MUTUAL AWARENESS FOR PATH PREDICTION AND COLLISION RISK ESTIMATION 905

Fig. 6. Collision risk estimates obtained from different models for a braking
vehicle (top) and collision (bottom) sequence. TTE indicates the time for which
the predictions were made. Values are shown for prediction horizons tp of
0.75 s and 1.5 s. (a) Sequence from scenario 7. Lower collision risk denotes
better performance. (b) Sequence from collision scenario 8. Higher collision
risk denotes better performance. The collision window CW is shaded in red.

thresholds (10%–18%) for which a collision warning is triggered
in the collision sequence (Fig. 6(b)) but not in the non-collision
sequence (Fig. 6(a)).

2) Overall Collision Risk Prediction: To examine how colli-
sion risk prediction performance changes with prediction hori-
zon tp, we select a FPR of 1% and evaluate the attainable TPR
as a function of tp, see Fig. 7. One observes that the context-
agnostic models (LDS and SLDS) significantly under-perform
the context-aware models (DBN variants). For a prediction hori-
zon up to 0.75 s, all DBN variants achieve a TPR close to 1.0.
They continue to perform similarly until a prediction horizon of
about 1.3 s, after which point the driver aware models DBN.pvh
and DBN.pvg obtain a small improvement. Towards a horizon
of 2.0 s, the TPR of the models drops towards 10%.

VII. DISCUSSION

We evaluated path prediction performance in three scenario
types within a time interval of a few seconds around a potential
motion change: in normal scenarios with no motion change,
in normal scenarios with motion change and in an anomalous
scenario. We did so as reporting aggregate performance would

Fig. 7. Collision risk TPR of different models obtained under a 1% FPR for
various prediction horizons. Higher values denote better performance.

not have been very insightful. This is because in reality, the time
steps in which “normal” scenarios apply with no motion changes
vastly outnumber the two other scenario types. Just considering
aggregate performance would strongly favor simple models like
the LDS (or a parameter setting of a more complex model that
essentially implements such a simple model). However, the time
instants involving motion changes should arguably carry more
weight, as they might strongly induce changes in collision risk.
Listing separate performance values for various scenario types
allows to side-step this weighting issue.

For normal scenarios with no motion change, the single-
motion model LDS performs best in terms of Euclidean dis-
tance error, albeit with by far the worst loglik performance of
all models. Context-aware models (DBN.p, DBN.pv, DBN.pvh,
DBN.pvg) were at least on-par with their context-agnostic
(multi-motion) versions (SLDS). They remained competitive
with the LDS on Euclidean distance error. The normal scenarios
with motion changes are those where the context-aware mod-
els can potentially shine. Indeed, we found the context-aware
models to mostly outperform their context-agnostic counter-
parts (LDS and SLDS). Anomalous situations which defy the
anticipated motions, but still occur in real-world traffic, provide
a challenge to a context-aware model. They might contradict
the expert knowledge encoded in the DBN structure or will not
adhere to the parameters estimated on a training set. Fortunately,
the probabilistic modeling allows for softer decisions: the switch
of motion dynamics not only depends on the pre-conditioning
context, but also on the current positional observations. Indeed,
the performances of context-aware models were shown to re-
main competitive with context-agnostic counterparts.

Overall, one observes that the models using both pedestrian
and vehicle context (DBN.pv, DBN.pvg, DBN.pvh) performed
best over the three scenario types. Full context was not shown
to improve path prediction performance (i.e. DBN.pvg and
DBN.pvh not outperforming DBN.pv). While DBN.pv, DBN.pvh
and DBN.pvg encode typical vehicle braking locations, variation
in braking behavior seems to limit the predictive value of the
driver awareness cue. Contrary to our expectations, measuring
driver gaze (DBN.pvg) yielded similar path prediction and colli-
sion risk estimation performance compared to measuring driver
head pose (DBN.pvh), i.e. see Fig. 7. However, when multiple
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road users or driving distractions are introduced, it is likely that
driver awareness will be dis-ambiguated more accurately from
gaze compared to head-pose. Other fixation-related metrics may
provide further insights in driver awareness, such as number
of fixations, total fixation duration and angle of first saccade
landing within 2◦ of the pedestrian [36], though such evaluations
would require natural as opposed to instructed viewing behavior,
and other spatial regions competing for attention.

In this paper, we chose to model mutual awareness and inter-
action between vehicle and pedestrian loosely, by means of the
shared context stateCC (collision course) of the respective DBN
sub-graphs. This has the advantage that we could easily scale-up
to multiple road users, as their DBN sub-graphs can be designed
and optimized individually, and the number of dependencies
grow linearly. On the other hand, some limitations result from
this loose motion coupling. The driver-aware models (DBN.pvh,
DBN.pvg) encode the following: if one road user A is aware of
the other B, this influences the motion of A which affects the
shared collision course latent state CC, which in turn influ-
ences the motion of B. Not modeling the dependency between
awareness of A and motion of B directly might lead to decreased
performance. Consider the path prediction performance of the
vehicle in scenarios 5 and 7. In both scenarios, the driver sees the
pedestrian, however, only in scenario 7 the vehicle stops (due to
the unaware pedestrian). The fact that the vehicle motion in the
driver-aware models is not directly influenced by the pedestrian’s
awareness might contribute to why DBN.pvh and DBN.pvg are
not the best performing models for scenario 7.

DBNs provide a versatile structure to model expert knowl-
edge. Dependencies amongst pairs of road users could be added,
but limiting them to close spatial proximity, to remain scalable
with increasing number of road users. Additional cues could be
integrated, such as “exchanged” awareness [37], i.e. modeling
the driver’s belief about the pedestrian’s awareness in addition
to the driver’s awareness of the pedestrian’s presence.

One of the main insights of this paper is that context cues can
help. However, simply using more complex motion models with
additional context cues does not necessarily help prediction per-
formance, if those context cues are not sufficiently informative
or they cannot be reliably inferred from sensor measurements.
Differences in path prediction performance between context
cues can be very subtle and might also not materialize due to
small data sample effects and due to errors in the estimation of
ground truth.

VIII. CONCLUSION

We presented a novel method for vehicle-pedestrian path
prediction that takes into account the awareness of the driver and
the pedestrian towards each other. The method jointly modeled
the paths of a vehicle and a pedestrian within a single Dynamic
Bayesian Network (DBN). Subsequently, collision risk was es-
timated by a probabilistic intersection operation. Overall, this
work demonstrated an integrated system from on-board sensing
up to collision warning.

We evaluated the incremental benefits of pedestrian- and
vehicle-context in six models with varying access to the used

context cues, namely Linear Dynamical System (LDS, one mo-
tion model), Switching Linear Dynamical System (SLDS, two
motion models), DBN.p (pedestrian aware), DBN.pv (vehicle-
aware and driver-agnostic), DBN.pvg (driver-gaze as awareness
cue) and DBN.pvh (driver head pose as awareness cue).

For normal scenarios with no motion change, the single-
motion model LDS performed best in terms of Euclidean dis-
tance error, albeit with the worst loglik performance by far of
all models. Context-aware models (DBN.p, DBN.pv, DBN.pvh,
DBN.pvg) were at least on-par-with their context-agnostic
(multi-motion) versions (SLDS). They remained competitive
with the LDS on Euclidean distance error. On the normal sce-
narios with motion changes we found the context-aware models
to mostly outperform their context-agnostic counterparts (LDS
and SLDS). Even in an anomalous scenario, the performances
of context-aware models were shown to remain competitive
with context-agnostic counterparts. Overall, models using both
pedestrian and vehicle context (DBN.pv, DBN.pvg, DBN.pvh)
performed best on path prediction. This was also reflected in
collision risk estimation performance. For example, the collision
risk warning true positive rate (TPR) was raised from 18%
(pedestrian-aware model DBN.p of Kooij et al. [6]) to 27% for
DBN.pvg for a prediction horizon of 1.5 s and a false positive
rate (FPR) of 1% over the dataset.

Future work could involve improved pedestrian localization
(e.g. sensor data fusion), additional and more realistic motion
models within the SLDS, and more sophisticated context mod-
eling (e.g. driver awareness by fixation cues). Tests are needed
on large naturalistic datasets, consisting of rich traffic scenarios
with possibly multiple road users.

ACKNOWLEDGMENT

The authors would like to thank Ewoud Pool for sharing his
code and expertise on DBN and Markus Braun for providing
pedestrian detections and head pose on our dataset.

REFERENCES

[1] WHO, “Global status report on road safety,” World Health Organization,
pp. 1–20, 2018.

[2] European Commission, “Pedestrians and cyclists,” Eur. Commission, Di-
rectorate General Transport, pp. 1–44, Feb. 2018.

[3] C. G. Keller, T. Dang, H. Fritz, A. Joos, C. Rabe, and D. M. Gavrila, “Active
pedestrian safety by automatic braking and evasive steering,” IEEE Trans.
Intell. Transp. Syst., vol. 12, no. 4, pp. 1292–1304, Dec. 2011.

[4] H. Winner, “Fundamentals of collision protection systems,” in Handbook
of Driver Assistance Systems. Berlin, Germany: Springer, 2016, pp. 1149–
1176.

[5] J. F. P. Kooij, N. Schneider, F. Flohr, and D. M. Gavrila, “Context-based
pedestrian path prediction,” in Proc. Eur. Conf. Comput. Vis., 2014,
pp. 618–633.

[6] J. F. P. Kooij, F. Flohr, E. A. I. Pool, and D. M. Gavrila, “Context-based
path prediction for targets with switching dynamics,” Int. J. Comput. Vis.,
vol. 127, no. 3, pp. 239–262, 2019.

[7] E. A. I. Pool, J. F. P. Kooij, and D. M. Gavrila, “Crafted vs. learned repre-
sentations in predictive models–A case study on cyclist path prediction,”
IEEE Trans. Intell. Veh., vol. 6, no. 4, pp. 747–759, Dec. 2021.

[8] S. Lefèvre, D. Vasquez, and C. Laugier, “A survey on motion prediction
and risk assessment for intelligent vehicles,” ROBOMECH J., vol. 1, no. 1,
2014, Art. no. 1.

[9] D. Ridel, E. Rehder, M. Lauer, C. Stiller, and D. Wolf, “A literature review
on the prediction of pedestrian behavior in urban scenarios,” in Proc. 21st
Int. Conf. Intell. Transp. Syst., 2018, pp. 3105–3112.

Authorized licensed use limited to: TU Delft Library. Downloaded on December 22,2022 at 14:12:52 UTC from IEEE Xplore.  Restrictions apply. 



ROTH et al.: DRIVER AND PEDESTRIAN MUTUAL AWARENESS FOR PATH PREDICTION AND COLLISION RISK ESTIMATION 907

[10] A. Rudenko, L. Palmieri, M. Herman, K. M. Kitani, D. M. Gavrila, and
K. O. Arras, “Human motion trajectory prediction: A survey,” Int. J. Robot.
Res., vol. 39, no. 8, pp. 895–935, 2020.

[11] M. Braun, S. Krebs, F. Flohr, and D. Gavrila, “EuroCity persons: A novel
benchmark for person detection in traffic scenes,” IEEE Trans. Pattern
Anal. Mach. Intell., vol. 41, no. 8, pp. 1844–1861, Aug. 2019.

[12] A. Palffy, J. Dong, J. F. P. Kooij, and D. M. Gavrila, “CNN based road user
detection using the 3D radar cube,” IEEE Robot. Automat. Lett., vol. 5,
no. 2, pp. 1263–1270, Apr. 2020.

[13] J. R. van der Sluis, E. A. I. Pool, and D. M. Gavrila, “An experimental
study on 3D person localization in traffic scenes,” in Proc. IEEE Intell.
Veh. Symp. (IV), 2020, pp. 1813–1818.

[14] M. Roth, D. Jargot, and D. M. Gavrila, “Deep end-to-end 3D person
detection from camera and lidar,” in Proc. IEEE Intell. Transp. Syst. Conf.,
2019, pp. 521–527.

[15] C. G. Keller and D. M. Gavrila, “Will the pedestrian cross? A study on
pedestrian path prediction,” IEEE Trans. Intell. Transp. Syst., vol. 15, no. 2,
pp. 494–506, Apr. 2014.

[16] R. Quintero, I. Parra, D. F. Llorca, and M. A. Sotelo, “Pedestrian in-
tention and pose prediction through dynamical models and behaviour
classification,” in Proc. IEEE 18th Int. Conf. Intell. Transp. Syst., 2015,
pp. 83–88.

[17] M. Roth, F. Flohr, and D. M. Gavrila, “Driver and pedestrian awareness-
based collision risk analysis,” in Proc. IEEE Intell. Veh. Symp. (IV), 2016,
pp. 454–459.

[18] E. A. I. Pool, J. F. P. Kooij, and D. M. Gavrila, “Using road topology to
improve cyclist path prediction,” in Proc. IEEE Intell. Veh. Symp. (IV),
2017, pp. 289–296.

[19] S. Neogi, M. Hoy, K. Dang, H. Yu, and J. Dauwels, “Context model
for pedestrian intention prediction using factored latent-dynamic condi-
tional random fields,” IEEE Trans. Intell. Transp. Syst., vol. 22, no. 11,
pp. 6821–6832, Nov. 2020.

[20] S. Pellegrini, A. Ess, K. Schindler, and L. van Gool, “You’ll never walk
alone: Modeling social behavior for multi-target tracking,” in Proc. IEEE
12th Int. Conf. Comput. Vis., 2009, pp. 261–268.

[21] G. Welch and G. Bishop, “An introduction to the kalman filter,” Pract.,
vol. 7, no. 1, pp. 1–16, 2006.

[22] N. Schneider and D. M. Gavrila, “Pedestrian path prediction with recursive
bayesian filters: A comparative study,” in Proc. German Conf. Pattern
Recogn., 2013, pp. 174–183.

[23] Y. Li, X.-Y. Lu, J. Wang, and K. Li, “Pedestrian trajectory prediction
combining probabilistic reasoning and sequence learning,” IEEE Trans.
Intell. Veh., vol. 5, no. 3, pp. 461–474, Sep. 2020.

[24] D. Helbing and P. Molnár, “Social force model for pedestrian dynamics,”
Phys. Rev. E, vol. 51, no. 5, pp. 4282–4286, 1995.

[25] C. Braeuchle, J. Ruenz, F. Flehmig, W. Rosenstiel, and T. Kropf, “Situa-
tion analysis and decision making for active pedestrian protection using
bayesian networks,” in Proc. Tagung Fahrerassistenzsysteme, TÜV SÜD,
2013.

[26] S. Gupta, M. Vasardani, and S. Winter, “Negotiation between vehicles
and pedestrians for the right of way at intersections,” IEEE Trans. Intell.
Transp. Syst., vol. 20, no. 3, pp. 888–899, Mar. 2019.

[27] T. P. Minka, “A family of algorithms for approximate bayesian inference,”
Ph.D. dissertation, Dept. Electr. Eng. Comput. Sci., Massachusetts Inst.
Technol., Cambridge, MA, USA, 2001.

[28] H. Saptoadi, “Suitable deceleration rates for environmental friendly city
driving,” Int. J. Res. Chemical, Metallurgical Civil Eng., vol. 4, no. 1,
pp. 2–5, 2017.

[29] M. I. Nazir, K. M. A. Al Razi, Q. S. Hossain, and S. K. Adhikary,
“Pedestrian flow characteristics at walkways in rajshahi metropolitan city
of Bangladesh,” in Proc. Int. Conf. Civil Eng. Sustain. Develop., 2014,
pp. 978–984.

[30] D. P. Kingma and J. Ba, “Adam: A method for stochastic optimization,”
in Proc. Int. Conf. Learn. Representations, 2015, arXiv:1412.6980.

[31] L. Ferranti et al., “SafeVRU: A research platform for the interaction of
self-driving vehicles with vulnerable road users,” in Proc. IEEE Intell. Veh.
Symp., 2019, pp. 1660–1666.

[32] T. Moore and D. Stouch, “A generalized extended kalman filter imple-
mentation for the robot operating system,” in Proc. Int. Conf. Intell. Auton.
Syst., 2016, pp. 335–348.

[33] M. Roth and D. M. Gavrila, “DD-Pose - A large-scale driver head pose
benchmark,” in Proc. IEEE Intell. Veh. Symp. (IV), 2019, pp. 927–934.

[34] H. Hirschmüller, “Stereo processing by semi-global matching and mutual
information,” IEEE Trans. Pattern Anal. Mach. Intell., vol. 30, no. 2,
pp. 328–341, Feb. 2008.

[35] M. Braun, Q. Rao, Y. Wang, and F. Flohr, “Pose-RCNN: Joint object
detection and pose estimation using 3D object proposals,” in Proc. IEEE
19th Int. Conf. Intell. Transp. Syst., 2016, pp. 1546–1551.

[36] J. Stapel, M. E. Hassnaoui, and R. Happee, “Measuring driver perception:
Combining eye-tracking and automated road scene perception,” Hum.
Factors, pp. 1–18, 2020.

[37] Y. Wang, Y. Ren, S. Elliott, and W. Zhang, “Enabling courteous vehicle
interactions through game-based and dynamics-aware intent inference,”
IEEE Trans. Intell. Veh., vol. 5, no. 2, pp. 217–228, Jun. 2020.

Markus Roth received the Diploma degree in com-
puter science from the Karlsruhe Institute of Tech-
nology, Karlsruhe, Germany, in 2014. He is currently
working toward the Ph.D. degree with the Delft Uni-
versity of Technology, Delft, The Netherlands. He
is also with Mercedes-Benz R&D in the Environ-
ment Perception Department, Stuttgart, Germany. His
research interests include machine learning and video
analysis for driver analysis, with a focus on driver
head pose estimation and joint awareness between
driver and pedestrians.

Jork Stapel received the M.Sc. degree in control
and simulation from the Faculty of Aerospace Engi-
neering, and the Ph.D. degree investigating on-road
assessment of driver state and driver behavior in auto-
mated driving from the Delft University of Technol-
ogy, The Netherlands, in 2015 and 2021, respectively.

Riender Happee received the M.Sc. and Ph.D. de-
grees from the Delft University of Technology, Delft,
The Netherlands, in 1986 and 1992, respectively.
From 1992 to 2007, he investigated road safety and
introduced biomechanical human models for impact
and comfort with TNO Automotive. He is currently
an Associate Professor with the Delft University of
Technology, where he investigates the human inter-
action with automated vehicles focussing on safety,
comfort, and acceptance.

Dariu M. Gavrila received the Ph.D. degree in com-
puter science from the University of Maryland, Col-
lege Park, MD, USA, in 1996. From 1997 to 2016,
he was with Daimler R&D, Ulm, Germany, where he
became a Distinguished Scientist. Since 2016, he has
been with the Delft University of Technology, Delft,
The Netherlands, where he heads the Intelligent Ve-
hicles Group as a Full Professor. His current research
interests include sensor-based detection of humans
and analysis of behavior in the context of self-driving
vehicles. He was the recipient of the Outstanding

Application Award 2014 and the Outstanding Researcher Award 2019, from
the IEEE Intelligent Transportation Systems Society.

Authorized licensed use limited to: TU Delft Library. Downloaded on December 22,2022 at 14:12:52 UTC from IEEE Xplore.  Restrictions apply. 



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 0
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
    /Algerian
    /Arial-Black
    /Arial-BlackItalic
    /Arial-BoldItalicMT
    /Arial-BoldMT
    /Arial-ItalicMT
    /ArialMT
    /ArialNarrow
    /ArialNarrow-Bold
    /ArialNarrow-BoldItalic
    /ArialNarrow-Italic
    /ArialUnicodeMS
    /BaskOldFace
    /Batang
    /Bauhaus93
    /BellMT
    /BellMTBold
    /BellMTItalic
    /BerlinSansFB-Bold
    /BerlinSansFBDemi-Bold
    /BerlinSansFB-Reg
    /BernardMT-Condensed
    /BodoniMTPosterCompressed
    /BookAntiqua
    /BookAntiqua-Bold
    /BookAntiqua-BoldItalic
    /BookAntiqua-Italic
    /BookmanOldStyle
    /BookmanOldStyle-Bold
    /BookmanOldStyle-BoldItalic
    /BookmanOldStyle-Italic
    /BookshelfSymbolSeven
    /BritannicBold
    /Broadway
    /BrushScriptMT
    /CalifornianFB-Bold
    /CalifornianFB-Italic
    /CalifornianFB-Reg
    /Centaur
    /Century
    /CenturyGothic
    /CenturyGothic-Bold
    /CenturyGothic-BoldItalic
    /CenturyGothic-Italic
    /CenturySchoolbook
    /CenturySchoolbook-Bold
    /CenturySchoolbook-BoldItalic
    /CenturySchoolbook-Italic
    /Chiller-Regular
    /ColonnaMT
    /ComicSansMS
    /ComicSansMS-Bold
    /CooperBlack
    /CourierNewPS-BoldItalicMT
    /CourierNewPS-BoldMT
    /CourierNewPS-ItalicMT
    /CourierNewPSMT
    /EstrangeloEdessa
    /FootlightMTLight
    /FreestyleScript-Regular
    /Garamond
    /Garamond-Bold
    /Garamond-Italic
    /Georgia
    /Georgia-Bold
    /Georgia-BoldItalic
    /Georgia-Italic
    /Haettenschweiler
    /HarlowSolid
    /Harrington
    /HighTowerText-Italic
    /HighTowerText-Reg
    /Impact
    /InformalRoman-Regular
    /Jokerman-Regular
    /JuiceITC-Regular
    /KristenITC-Regular
    /KuenstlerScript-Black
    /KuenstlerScript-Medium
    /KuenstlerScript-TwoBold
    /KunstlerScript
    /LatinWide
    /LetterGothicMT
    /LetterGothicMT-Bold
    /LetterGothicMT-BoldOblique
    /LetterGothicMT-Oblique
    /LucidaBright
    /LucidaBright-Demi
    /LucidaBright-DemiItalic
    /LucidaBright-Italic
    /LucidaCalligraphy-Italic
    /LucidaConsole
    /LucidaFax
    /LucidaFax-Demi
    /LucidaFax-DemiItalic
    /LucidaFax-Italic
    /LucidaHandwriting-Italic
    /LucidaSansUnicode
    /Magneto-Bold
    /MaturaMTScriptCapitals
    /MediciScriptLTStd
    /MicrosoftSansSerif
    /Mistral
    /Modern-Regular
    /MonotypeCorsiva
    /MS-Mincho
    /MSReferenceSansSerif
    /MSReferenceSpecialty
    /NiagaraEngraved-Reg
    /NiagaraSolid-Reg
    /NuptialScript
    /OldEnglishTextMT
    /Onyx
    /PalatinoLinotype-Bold
    /PalatinoLinotype-BoldItalic
    /PalatinoLinotype-Italic
    /PalatinoLinotype-Roman
    /Parchment-Regular
    /Playbill
    /PMingLiU
    /PoorRichard-Regular
    /Ravie
    /ShowcardGothic-Reg
    /SimSun
    /SnapITC-Regular
    /Stencil
    /SymbolMT
    /Tahoma
    /Tahoma-Bold
    /TempusSansITC
    /TimesNewRomanMT-ExtraBold
    /TimesNewRomanMTStd
    /TimesNewRomanMTStd-Bold
    /TimesNewRomanMTStd-BoldCond
    /TimesNewRomanMTStd-BoldIt
    /TimesNewRomanMTStd-Cond
    /TimesNewRomanMTStd-CondIt
    /TimesNewRomanMTStd-Italic
    /TimesNewRomanPS-BoldItalicMT
    /TimesNewRomanPS-BoldMT
    /TimesNewRomanPS-ItalicMT
    /TimesNewRomanPSMT
    /Times-Roman
    /Trebuchet-BoldItalic
    /TrebuchetMS
    /TrebuchetMS-Bold
    /TrebuchetMS-Italic
    /Verdana
    /Verdana-Bold
    /Verdana-BoldItalic
    /Verdana-Italic
    /VinerHandITC
    /Vivaldii
    /VladimirScript
    /Webdings
    /Wingdings2
    /Wingdings3
    /Wingdings-Regular
    /ZapfChanceryStd-Demi
    /ZWAdobeF
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages false
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 900
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.00111
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.40
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages false
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 1200
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.00083
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.40
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages false
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.00063
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create PDFs that match the "Suggested"  settings for PDF Specification 4.0)
  >>
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


