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Introduction 

Distributed computing has become an accepted technology to 
reduce the time needed to perform large computations. The 
MathWorks has anticipated this development by introducing the 
Distributed Computing Toolbox for MATLAB. This toolbox allows 
MATLAB users to run their applications on clusters of PC's, thus 
obtaining results quicker than on a single PC. This paper 
describes the application of the toolbox to the dynamic traffic 
assignment model MARPLE, which is written in MATLAB. This 
model optimizes the settings of the traffic signals in an area. For 
large road networks, the optimization time becomes problematic. 
Parallelizing the optimization algorithm using the Distributed 
Computing Toolbox and running it on SARA's large Linux cluster 
has shown to be an efficient way to reduce the computing time. 

 
 

Background 

Distributed computing has become an accepted technology for large-scale 
computations. It is supported by various developments in IT systems for large 
companies and research institutions. First of all, there is a tendency to 
centralize computing power in clusters of closely connected PC's, which are 
used by the various departments on the basis of cost-per-use. These clusters 
are actually pools of computing power that can be used for both traditional 
sequential computing and distributed computing. Also, the use of networks of 
desktop PC's (for example at night) as a computing resource is growing. In 
companies with hundreds of PC's, this provides a cheap but powerful 
distributed computing platform.  

The emergence of multi-processor PC's and multi-core processors also 
underlines the fact that further increase in processing power is now primarily 
obtained from the use of multiple processing units rather than more powerful 
single processing units.  

But the available computing systems are obviously only part of the story. The 
new computing paradigm also sets requirements on the software running on 
the distributed computing platforms. It must consist of numerous independent 
subtasks that can be executed in parallel. And there must be mechanisms to 
synchronize the execution of the jobs and to distribute the jobs across the 
available processing units. The parallelization of applications is a matter of 
expert software writing, using middleware for the synchronization and 
distribution of tasks. The MATLAB distributed computing toolbox is such 
middleware, specially developed to run MATLAB models on distributed 
computing platforms. 

This paper describes the application of the Distributed Computing Toolbox to 
the dynamic traffic assignment model MARPLE written in MATLAB. In the next 
section, the traffic model will be briefly introduced, followed by an outline of 
the distributed computing toolbox. The introduction of parallelism in the 
algorithm will be described. The paper will be concluded with results from the 
parallelization effort, showing excellent speed-up behavior. 

 

 



 

 

Figure 1: Five small networks 

 

The Application 

MARPLE (Model for Assignment and Regional Policy Evaluation) has been 
developed in the context of a PhD research to study the interaction between 
route choice and traffic signal control. The assumption is that it is possible to 
influence route choice with traffic control. Then the problem is how to control 
traffic taking route choice into account, such that the total delay in the network 
is minimized. There are several methods to solve this problem. One method is 
to consider it as a non-cooperative game in which the traffic authority, that 
controls the traffic signals, and the road users are the players, who use their 
own strategy and seek their own optimum. The game theoretical formulation 
leads to several different control strategies in which users’ reactions to traffic 
control decisions are part of the optimization process. One of these strategies 
is anticipatory control. With this control strategy the road manager anticipates 
the behavior of road users and tries to minimize the network delay. 

Due to the complexity of the anticipatory optimization of traffic signals for large 
networks, a genetic algorithm is used (Houck et al, 1995). Using the GA 
involves two simulations and one assignment for every function evaluation. It 
is obvious that a fast traffic simulation and assignment model is needed. 
MARPLE was developed for this purpose. Programmed in MATLAB, it uses 
travel time functions and propagates traffic through the network based on 
these functions, taking blocking back effects into account. For different road 
types, different state-of-the art travel time functions are used. Based on the 
calculated travel times on the different routes between each Origin-Destination 
(OD) pair in the network, a stochastic assignment is used to distribute the 
demand on the available routes. The available routes between an OD pair are 
determined using a Monte Carlo simulation with the free flow travel times and 
Dijkstra’s algorithm for the shortest path. 

In an iterative process with the optimization, simulation and the assignment 
the model converges to a true dynamic stochastic user equilibrium. The 
outcome of the model consists of indicators on network level (total distance 
traveled, total delay, etc.), on route level (flow, travel time and delay per time 
period) and on link level (flow, speed and density per time period). 

Anticipatory control was applied to a number of small networks and compared 
with a number of other control types with satisfying results (Taale and Van 
Zuylen, 2003). The networks are shown in Figure 1 and the results in Figure 2. 
The results are presented as a percentage of the results with fixed-time 
control (the length of the green time is fixed during the whole period). Local 
dynamic control strategies such as Webster and P0 already improve the 
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Figure 2: Results for 5 networks and 5 control strategies 

situation a lot. For most cases anticipatory control improves the situation even 
more, bringing it closer to the best situation possible (system optimum). 

 

The genetic algorithm used for anticipatory control works well with these small 
networks, but for larger networks the calculation time can be a problem, 
because for every function evaluation two simulations and an assignment 
must be performed. MATLAB’s Distributed Computing Toolbox has been used 
to reduce the calculation time. 

 

 

The Distributed Computing Toolbox 

The MATLAB Distributed Computing Toolbox works with the MATLAB 
Distributed Computing Engine executing coarse-grained MATLAB algorithms 
and Simulink models in a cluster of computers. This way you can prototype 
and develop applications in the MATLAB environment and then use the 
Distributed Computing Toolbox to divide them into independent tasks. The 
Distributed Computing Engine evaluates these tasks on remote sessions. 

Each task evaluates a specified MATLAB function or Simulink model. A typical 
job might be divided into tasks that operate on unrelated data sets or 
individual sections of very large data sets, greatly speeding up data-intensive 
applications. 

After submitting a job for execution, the MATLAB Distributed Computing 
Engine executes each of its tasks. The engine consists of a job manager that 
coordinates the distribution of tasks and remote sessions (workers) that 
execute the tasks. Once the workers complete their tasks, they send results 
back to the job manager, where you can access them using the Distributed 
Computing Toolbox. 
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Figure 3: The interaction between the client machine, where the Distributed 
Computing Toolbox is used to define jobs and tasks, and the MATLAB 
Distributed Computing Engine. 

 

The Distributed Computing Toolbox makes it easy to define and submit jobs 
from the command line. The toolbox includes functions for defining jobs, 
dividing them into tasks, sending them to the Distributed Computing Engine 
for execution, and retrieving the results.  

The workers can execute algorithms that include any toolboxes or blocksets 
for which the client is licensed. In the computer cluster, no additional 
MathWorks product licenses are required beyond the MATLAB Distributed 
Computing Engine license. 

The job manager in the MATLAB Distributed Computing Engine coordinates 
the execution of jobs and asynchronously distributes tasks to the workers. It 
can run on any machine on the network and can accept jobs from multiple 
users. The job manager runs jobs in the order in which they are submitted 
unless jobs are promoted, demoted, canceled, or destroyed. Once all tasks for 
a running job have been assigned to the workers, the job manager starts 
running the next job. Individual or multiple users can send jobs to single or 
multiple job managers. 

The complete process includes five steps:  

• Finding a job manager  

• Creating a job  

• Creating tasks  

• Submitting the job to the job queue  

• Retrieving results  

Using the function-based interface, you can go through the entire process with 
a single command. Alternatively, this can be done using the object-based 
interface, thereby controlling each step. 

 

 

Parallelization 

The main reason why MARPLE takes so long to complete for large networks 
is the optimization step, which uses the genetic algorithm by Houck et al. 
(1995). The obvious way to parallelize the algorithm is by performing the 



function-evaluations in parallel. But the number of evaluations per generation 
is random and with the current settings there are only about two function 
evaluations per generation. This would limit the maximum speedup to two.  

There are several ways to make the algorithm more parallel. One way is to 
use multiple populations in parallel (an island model). Also, function 
evaluations from several generations can be performed in parallel if they are 
independent. Finally, the settings of the genetic algorithm (population size, 
number of crossovers etc.) could be changed to enhance parallelism. 

As the purpose of this study was primarily to demonstrate the applicability of 
the Distributed Computing Toolbox for MARPLE, a simple modification to the 
algorithm was made that ensures that eight function evaluations are done for 
each generation. This ensures sufficient parallelism up to eight processors, 
whereas convergence of the genetic algorithm hardly changes.  

In each generation, the function evaluations are executed as parallel jobs, 
using the distributed computing toolbox: 
 

% Now perform evaluations for the changed items 

 

% nz contains the indices of the changed population members 

nz = find(reevaluate); 

if ~isempty(nz) 

 

   % Create one task for each population member to be 

reevaluated 

   % evalFN contains the evaluation function, evalOps the 

options 

   for i=1:length(nz) 

      c1 = endPop(nz(i),:); 

      createTask(mvarJob, str2func(evalFN), 2, {c1, evalOps}); 

   end 

 

   % Submit job (containing all tasks) 

   submit(mvarJob); 

 

   % Wait for completion of the job (all tasks) 

   waitForState(mvarJob,'finished'); 

 

   % Retrieve results 

   results = getAllOutputArguments(mvarJob); 

 

   % Handle results 

   for i=1:length(nz) 

      c1 = results{i,1}; 

      c1(xZomeLength) = results{i,2}; 

      endPop(nz(i),:) = c1; 

   end 

end 

 

The effort taken by introducing the toolbox in the code is very limited. Once 
the jobs are identified, writing the toolbox calls is a matter of a few minutes. 

 

SARA's Linux Cluster  

The National Compute Cluster Lisa is a supercomputer build with commodity 
hardware running the Linux operating system. Lisa is operational since 
November 2004. At this moment the cluster consists of 272 compute nodes 
each with 2 Intel Xeon CPU running at 3.4 GHz. The nodes are coupled with a 



high-speed, low latency Infiniband network from Topspin. The total peak 
performance of the system is approximately 3.7 Tflop. 

At this moment several parties are using The National Compute Cluster Lisa. 
The parties involved are the University of Amsterdam, NCF, NWO program 
Computational Life Sciences and NBIC. 

 
 

Results 

The parallelized version of MARPLE has been run on Sara's Linux cluster, 
using up to eight processors. A test has been performed using the large A10-
West network. This network consists of 1439 links, 697 nodes and 4618 OD 
pairs. It has 385 signals to optimize. The network is shown in Figure 4. 

 

 

Figure 4: Network A10-West 



 

Figure 5 Observed speedup versus ideal (linear) speedup for the A10-West 
network model 

To limit the time for the experiments, only a single iteration of the algorithm is 
performed (60 generations with a population size of 20). Also, the time for 
initialization is not taken into account, as it is limited and quickly becomes 
irrelevant with respect to the time spent in the iteration process. 

The results are shown in Table 1 and Figure 5. Obviously, for this model, the 
toolbox introduces limited overhead, resulting in good speed-up behavior. 
Each function-evaluation done in parallel costs between 1 and 3 minutes. The 
overhead incurred by starting jobs and waiting for their completion is a few 
seconds per jobs per processor. 

Table 1 Speedup and efficiency (speedup per processor) for the A10-West 
network 

# Workers 
Time per 

 iteration 

 [min] 

Speed-up Efficiency 

1 803 1.00 1.00 

2 408 1.97 0.98 

4 212 3.69 0.94 

8 114 7.04 0.88 

 

 



 

Conclusion 

The test has demonstrated the feasibility of using the Distributed Computing 
Toolbox for a large-scale traffic model. The challenge is primarily in enhancing 
the parallelism in the algorithm. Once the parallelism is there, porting the 
MATLAB code to a distributed computing platform requires minimal effort.  
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