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Flexible Heuristic Dynamic Programming for

Reinforcement Learning in Quad-Rotors

A.M.C. Helmer∗, C.C. de Visser†, and E. van Kampen‡

Delft University of Technology, Delft, 2600 GB, The Netherlands

Reinforcement learning is a paradigm for learning decision-making tasks from interaction
with the environment. Function approximators solve a part of the curse of dimensionality
when learning in high-dimensional state and/or action spaces. It can be a time-consuming
process to learn a good policy in a high dimensional state space directly. A method is
proposed for initially limiting the state and action space to a subset of the variables of the
Markov Decision Process. Therefore, the agent will initially learn a coarse policy. It is
then gradually exposed to new state and action variables to increase the dimensionality
of the state and action space to the ones posed by the control problem. A local function
approximator has been developed that supports the expansion of state and action space.
The concept is applied to the Model-Learning Actor-Critic, a model-based Heuristic Dy-
namic Programming algorithm. Its functioning is demonstrated by training a reinforcement
learning agent for 2-dimensional hover control of a Parrot AR 2.0 quad-rotor. It is shown
that the agent is able to learn faster and to achieve a better policy when being exposed to
the action and state variables gradually than all at once from the start.

Nomenclature

α Learning rate
δ Temporal-difference error
ε Tolerance for deciding whether to add a sample to the memory
γ Discount factor for future rewards
β̂ Estimated parameters
f̂ξ Plant model, parametrized by ξ
κ Scale parameter for rotor RPM
λ Eligibility trace factor
µ Mean
ω Rotor speed [RPM]
πη Policy, parametrized by η
ρ Reward function
σ Standard deviation
θ Pitch angle
A Action space
a Action
b Body reference system
D Distribution of initial states
e State error
F Force due to rotor velocity [N]
i Inertial reference frame
j Interval for exploration
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k Number of nearest neighbors
M Memory, and moment due to rotor velocity [Nm]
N Memory size
P Transition distribution function
p Sample in memory
R Sum of discounted future rewards
r Reward
S State space
s System state
T Episode length [s]
t Time [s]
v Value according to value function V
Vζ Value function, parametrized by ζ
W Weight matrix for quadratic reward function
w Scale factor for variable in KD-Tree
X Regression matrix
Y Target matrix for regression
z Eligibility trace

I. Introduction

Reinforcement Learning (RL) is a method for learning decision-making tasks from interaction with the
environment.1 It is based on one of the ways in which humans and animals learn; by taking exploratory
actions and evaluating the result of their action. Good actions are reinforced by numerical rewards, so the
agent (controller) will be more inclined to take that action in the future. By repeatedly moving around in
the environment, revisiting states and exploring new actions, the agent will learn which states and actions
are favorable as they yield the higher total rewards than others.

When learning a new control task, humans develop an on-board model of the dynamics of the environment,
e.g. the response of a car while learning to drive. To speed up learning in early stages we tend to constrain
the model to a limited set of inputs and outputs. One may start by only slightly tapping the gas pedal to
see how the car responds by moving forward, not taking into account shifting, turning or braking. When a
coarse feeling has been developed of how the car moves forward, the state space can be expanded to other
state variables and inputs, such as heading and lateral control through the steering wheel. In humans, this
speeds up learning and improves the safety of exploration during learning.

This article proposes a method to extend this idea to model-based RL. A flexible Heuristic Dynamic
Programming (HDP) algorithm is developed for continuous state/action space RL that enables faster learning
by first having the agent learn a coarse policy using subspaces of the state and action spaces. The policy is
learned by using only a subset of all state and action variables of the Markov Decision Process (MDP). New
variables are added gradually during which the agent employs prior experience as a basis to further build
experience. To achieve this, a function approximator (FA) has been developed that is flexible in its structure,
and can gain dependency on new variables, as more variables will become available during training. These
function approximators will be referred to as flexible function approximators (FFAs), as opposed to their
non-flexible counterpart, the static function approximators (SFAs). The FFA developed in this article is an
adaptation of a Local Linear Regression (LLR) non-parametric FA.

In a way, this relates to transfer learning and continual learning. Transfer learning concerns the transfer
of experience learned during prior tasks to new tasks.2345 Humans are able to generalize very well between
activities, but machines often lack this skill. Continual learning is similar to transfer learning in the sense
that it attempts to use prior experience to solve new tasks. As opposed to transfer learning, these tasks have
to be increasingly complex. An example is the CHILD architecture,6 which is able to learn how to navigate
in increasingly complex grid-world mazes. The approach in this article leverages the transfer of experience
not between tasks, but rather for the same task with an increasing degree of freedom.

The method in this article is an adaptation of the Model-Learning Actor-Critic (MLAC).7 MLAC is a
model-based actor-critic method that employs a policy gradient method to update its actor. The flexible
MLAC is tested in the RL task of 2D hover control of a quad-rotor. Quad-rotor control poses a challenging
test case, due to its unstable nature, non-linear behavior and state space dimensionality.
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Section II introduces RL and model-based RL. The policy gradient algorithm and FAs are shown in
section III. Section IV discusses the concept of FFAs. The experiment setup and results are discussed
in section V and section VI respectively. Finally in section VII, the main conclusions are highlighted and
recommendations for future research are given.

II. Reinforcement learning

In RL, an agent learns to control a process by interacting with it. It chooses an action at when in state
st, causing it to transition to state st+1 and receiving reward rt+1, as shown in Figure 1. By iteratively
traversing the environment, the agent is able to learn which states and actions yield it the highest cumulative
reward and are therefore desirable.

Figure 1. Schematic of the interaction between an agent and its environment.1

II.A. The Markov Decision Process

The formalization of many RL problems is given by the Markov Decision Process (MDP).1 In RL, the agent
has to learn to make optimal decisions a∗t based on state information st. In particular cases, only the state
of the system at time t suffices to choose an action, meaning no other information, such as previous states,
previous actions or previous rewards, are required for the decision making process. Such a process is said to
have the Markov property, which can be formalized as follows.

Consider a process with a sequence of past states st, st−1, ..., s0, actions at, at−1, ..., a0 and rewards
rt, rt−1, ..., r1. The state signal is said to have the Markov property if and only if the probability of transi-
tioning to state s′ at t+ 1 depends only on parameters s and a at time t and can hence be expressed as in
Equation 1.1

Pr {st+1 = s′, rt+1 = r|st, at} (1)

An MDP can be represented as a tuple < S,D,A, P (st, at), γ, ρ(st, at) >, where S is the set of possible
states of the system (the state space), D the distribution of initial states over S, A the set of possible
actions of the system, P (st, at), the state transition distribution of transitioning to state s′ when in state
st and choosing action at, γ ∈ [0, 1) the discounting factor, and ρ(st, at), the reward function that yields
instantaneous reward r for encouraging and discouraging particular states and actions.

II.B. Model-based Reinforcement Learning

In model-based RL the agent learns a model of the dynamics of the environment. The so-called plant model
is an approximation of the state transition distribution P (st, at), which for a given state and action returns

the estimated next state ŝ′ = f̂(st, at), or a distribution of potential next states in case of a stochastic
environment.8 It is particularly useful in training as it can be employed for planning future actions, rolling
out trajectories or computing mathematical properties of the environment such as the derivatives of future
states with respect to the action. Conversely, algorithms that do not exhibit this behavior are classified as
model-free methods.

Well-known examples of model-based RL algorithms are experience replay,9 prioritized sweeping,10 and
Dyna,11 which all employ a discretized plant model. Using a continuous FA for the plant model introduces
another way to improve training: policy gradients. As the model provides a mathematical description of the
plant, it can be used to determine the gradient of a future state with respect to the actions. Together with a
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value function, the derivative of the value with respect to the action can be computed. Evidently, the value
function needs to be continuous and differentiable to achieve this.

Model-based and model-free methods both have their advantages and disadvantages. On the positive
side, model-based methods can employ their plant model for mental planning and for additional training (e.g.
through experience replay). Furthermore, plant models may enhance the safety of training, when training
physical systems on-line. Model-based learning systems also allow for expert knowledge to be included in
the plant model architecture.12 On the other hand, particular model types require significant computational
resources. Furthermore, the integration of a plant model in the RL algorithm adds extra complexity to the
system. Models may lag upon plant changes, such that new behavior may not be incorporated in the model
immediately (if at all) and the agent may keep on training on invalid, outdated dynamics. Finally, models
that are entirely trained on-line may have poor performance at the start of training, effectively slowing down
the training of the controller due to false cues.

II.C. Taxonomy of RL algorithms

Many algorithms exist that can solve MDPs. Three main categories can be distinguished; dynamic program-
ming, Monte-Carlo methods and Temporal-Difference (TD) methods.1 As dynamic programming requires
perfect knowledge of the transition distribution of the system P (st, at), and a known state space and action
space, it is rarely used. Monte-Carlo methods are unable to compute the exact value of a state, but rather
approximate it by rolling out trajectories. For continuous state/action spaces this is often computationally
intractable. The last category, TD methods, can be subdivided in actors, critics and actor-critics. Critics
(e.g. Q-Learning13 and SARSA1415) learn a value function and pick the action which leads them to the
next state with the highest value. As they enumerate over the action space, critics can only be employed for
discrete action spaces. Actors (e.g. Stochastic Real-Valued algorithm16 and the REINFORCE algorithm17)
learn an explicit policy and optimize directly over the parameter space of the policy by means of a cost or
cost-to-go function. Actor-critics learn a separate value function and policy.

Actor-critic methods can be subdivided in three categories;18 Heuristic Dynamic Programming (HDP)
can be seen as the default actor-critic method, where the critic approximates the sum of discounted future
rewards, also known as the value function. In Dual Heuristic Programming (DHP) the critic does not
estimate the value function directly, but rather its gradient with respect to the state variables. Lastly, in
Global Dual Heuristic Programming (GDHP) both the value function as well as its gradient are computed.
All three methods also have an Action-Dependent (AD-) version, where not only the state, but also the
action is supplied to the critic as an input.

III. The model-learning actor-critic

MLAC, an HDP model-based actor-critic method, is used as a basis for the flexible HDP algorithm.7 It
has been chosen because it is one of the few continuous model-based RL algorithms that learns the plant
model on-line. This is a requirement for FFAs when using policy gradient methods, as information about
new state and action variables needs be learned on-line.

MLAC is a model-based extension of the Standard Actor-Critic (SAC) method19 that employs a policy
gradient method to learn. Similar to SAC, both methods contain a separate actor and critic and approximate
them using two separate FAs. The policy provided by the actor is defined as at = πη(st), parametrized by
η, and the value function provided by the critic is defined as V πζ (st) ≈ Rπ(st), with ζ the parametrization of

the value function and Rπ(st) =
∑∞
i=0 γ

irt+i+1 the sum of future discounted rewards. As opposed to SAC,

MLAC also learns an approximate plant model ŝ′ = f̂ξ(st, at), parametrized by ξ, on-line. The optimal
action a∗ in state s can be found by solving

a∗ = π∗(st) = arg max
a′∈A

[ρ(st, a
′, f̂ξ(st, a

′)) + γV (f̂ξ(st, a
′))]. (2)

However, when dealing with continuous action spaces, it is impossible to enumerate over all actions to
find arg maxa′∈A. Hence the plant model is used to aid in computing the policy gradient by providing
the derivative of the next state with respect to the action. In a continuous action space, Equation 2 can be
optimized by incrementing the policy parameters η in the direction of the maximum sum of future discounted
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rewards using gradient ascent, as shown in Equation 3.

η ← η + αac∇ηRπ(st), (3)

with αac the learning rate for the actor.
The partial derivative of the value function with respect to the action ∇ηRπ(st) is not readily available,

but can be estimated by splitting up the derivative using the chain rule, as shown in Equation 4. This again
shows the purpose of learning a plant model, which is to provide ∂ŝt+1

∂at
. The other partial derivatives are

computed from the reward function, the critic and the actor.

∇ηR(st) ≈ ∇ηVζ(st) =

{
∂ρ(st, at)

∂at

>
+ γ

∂Vζ(ŝt+1)

∂ŝt+1

>
∂ŝt+1

∂at

}
∂at
∂η

(4)

Gradient ascent is also used to optimize the parameters of the critic ζ. The parameters are optimized to
minimize the temporal difference error δt at time t, as shown in Equation 5. The equation of the temporal
difference error and the update rule are shown in Equation 6.

δt = ρ(st, at) + γVζ(st+1)− Vζ(st) (5)

ζ ← ζ + αcrδt∇ζVζ(st), (6)

with αcr the learning rate for the critic. When using eligibility traces with trace λ, the equation changes
to

ζ ← ζ + αcrδtzt, (7)

with zt = λγzt−1 +∇ζVζ(st) and z0 = 0.7 This reduces to Equation 6 for λ = 0.
A similar method is used to improve the plant model. The parameters are optimized to minimize the

error between the plant model prediction and the ground truth samples yielded by the plant.

ξ ← ξ + αpm

(
st+1 − f̂ξ(st, at)

)
∇ξ f̂ξ(st, at), (8)

with αpm the learning rate for the plant model.
The flow diagram of MLAC is shown in Figure 2. It shows the three components; the actor, the plant

model and the critic.

Actor

Critic Reward

Plant

Plant Model

a s

r

dV/ds

ds/da

s

Figure 2. Schematic flow diagram of the MLAC algorithm. Dashed lines are used to indicate training signals. Adapted
from.20
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III.A. Local linear regression

MLAC represents the actor, critic and plant model by means of three separate FAs, which are all LLR FAs.
Due to its local nature, LLR is able to learn rapidly from only few samples. Furthermore, it has been proven
to work with MLAC for an inverted pendulum swing-up7 and a two-link acrobot swing-up system.20

LLR keeps track of previously seen samples by storing them in a memory. The samples contain the
function input x and output y and are represented as p = [x|y]. When querying the FA at the query point
xq, the FA selects k samples [xi|yi] with i ∈ {1, 2, ..., k} nearest to the query point as measured in Euclidean
distance. The samples will be arranged in the regression matrix X and will be appended with a bias of 1 to
make the fit affine, as shown in Equation 9. The target values corresponding to the samples will be arranged
in target matrix Y .

X =

[
x1 x2 · · · xk

1 1 · · · 1

]
, Y =

[
y1 y2 · · · yk

]
(9)

The linear regression is solved for the parameter vector β̂ by the least squares method using the right
inverse as shown in Equation 10.

β̂ = Y X>(XX>)−1 (10)

The prediction ŷq for the query point xq is then given by Equation 11. The process has been depicted in
Figure 3.

ŷq = β̂xq (11)

xxq

ŷq

y

Figure 3. Visualization of the local linear regression. Gray dots represent the k nearest neighbors.

In case of high simulation frequencies and/or low action range, the nearest neighbor samples may be close
together, forcing the matrix XX> to a singular one. Therefore the Moore-Penrose pseudo-inverse has been
implemented instead of a regular inversion method. An alternative is to use ridge regression (also known as

Tikhonov regularization) to regularize the parameters β̂ fitted by the LLR by adding a quadratic penalty
for the fitted parameters.21

III.B. Non-parametric MLAC

Originally MLAC has been designed to employ parametric FAs. FA updates are carried out by performing
gradient ascent on the parameters describing the function. However, as LLR is a non-parametric FA, a few
modifications need to be made.

In non-parametric MLAC, the LLR FA is updated in two ways; by adding new samples to the memory
(1), and by adjusting the output values y of the samples (2). The plant model only employs the former
method, as the samples come directly from the plant and are therefore considered ground truth. The actor
and critic functions, however, use both methods, as no ground truth output y is known. These functions
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bootstrap their values and therefore an adjustment is required. In case of the actor, the values of all nearest
neighbors and the query point (if added) are updated by

ai ← ai + αac

{
∂ρ(st, at)

∂at

>
+ γ

∂V (ŝt+1)

∂ŝt+1

>
∂ŝt+1

∂at

}
∀i ∈ {1, 2, ..., k}, (12)

where ∂V (ŝt+1)
∂ŝt+1

is derived from the estimated regression parameters β̂cr in the critic and ∂ŝt+1

∂at
from the

estimated regression parameters β̂pm in the plant model.
The critic uses an eligibility trace, so the update is done on all samples in the memory. At the start of

each episode, all traces are set to zero. Whenever a sample p is visited (as state or neighbor), the trace zt(p)
is set to 1. At each time step all traces zt are updated with with zt = λγzt−1. The values are incremented
with αcrδtzt(pi), as shown in Equation 13.

vi ← vi + αcrδtzt(pi) ∀i ∈ Ncr. (13)

The derivations of the MLAC update procedures for LLR are described in.20

III.C. Incremental plant model

In local FAs, a high input dimensionality can become an issue because of memory constraints. In the plant
model, not only each state variable, but also each action variable increases the dimensionality, as opposed
to the actor and critic. A control problem with 4 state variables and 2 action variables can already be
difficult to approximate. Therefore a different implementation of the plant model has been developed, which
is leaner in its variables. The proposed plant model is no longer a mapping from state and action to next
state ŝ′ = f̂(s, a), but rather a mapping from rate states and actions to state increments ∆ŝ′ with respect
to the current state. In this context the rate states are the first-order time derivatives of the position and
attitude states.

Consider the following case. The state is described as st = [x, ẋ, y, ẏ]> and the action as at = [a1, a2]>.

The original plant model would approximate x̂′, ˆ̇x′, ŷ′, ˆ̇y′ = f̂(x, ẋ, y, ẏ, a1, a2). The altered plant model

approximation, however, approximates the state increments ∆x̂′,∆ˆ̇x′,∆ŷ′,∆ˆ̇y′ = f̂(ẋ, ẏ, a1, a2) with respect
to the current state st. In total this allows the plant model to have two state variables less (x and y).

The logic behind this choice is that (1) only the difference between the next state and the current state
needs to be computed, as all information of the current state is already known, and (2) the position or
attitude is not required to predict the delta with respect to the next state ∆ŝ′ as it is just the time-integral
of the velocities and attitude rates. Therefore the plant model can be leaner.

The plant model serves two purposes. First, it is used to predict the next state. The plant model predicts
the difference between the next state with respect to the current state. The current state can be added to
form ŝt+1. The prediction of the next state is used by the critic to determine ∂V

∂ŝt+1
. The second purpose is

to supply the policy gradient with the derivative of the next state with respect to the current action ∂ŝt+1

∂at
.

The derivative can be split up into two parts as shown in Equation 14. Because the derivative of the current
state to the current action is zero, also this purpose of the plant model is still fulfilled with the proposed
changes. Hence no other changes need to be made to MLAC to facilitate the incremental plant model.

∂ŝt+1

∂at
=
∂(st + ∆ŝ)

∂at
=
∂st
∂at

+
∂∆ŝ

∂at
=
∂∆ŝ

∂at
(14)

III.D. LLR Memory Management

During training the agent traverses many states and hence gathers many samples for storing in the memory
of the LLR FA. If every sample would be added, the memory would grow indefinitely. Hence a form of
memory management needs to be applied. Two forms of memory management are identified, one dealing
with adding new samples to the memory and one with purging (removing) samples from the memory.

When encountering a new sample, the memory needs to decide whether to keep or discard the sample.
For the actor and critic, a sample is stored when the average Euclidean distance to its nearest neighbors is
more than a given tolerance εac, εcr. For the plant model, a sample is added when the prediction error with
respect to the ground truth exceeds a tolerance εpm. Alternative methods could be to keep it always (requires

7 of 19

American Institute of Aeronautics and Astronautics



a proper purging method), only when the distance to the closest nearest neighbor exceeds a tolerance ε, or
when the new sample is expected to improve the local fit in future cases.

At the end of each episode, samples are purged from the memory if its maximum size has been violated.
This is done by selecting samples randomly, whilst assigning a higher probability to older samples. The
probability of being purged is equal to a samples age, divided by the total age of all samples in the memory,
as shown in Equation 15. This method is used for all three memories. Alternative methods could discard
samples fully randomly, or by age (deterministically).

Prpurge(pi) =
Age(pi)∑N
i=0 Age(pi)

(15)

III.E. Range searching for nearest neighbors

In finding the nearest neighbors for a query point, two challenges arise.
First, searching through the memory for the nearest neighbors is computationally expensive, especially

for high-dimensional memories. For a few hundred samples, sorting all samples may still be feasible, but for
an order of magnitude more, this becomes a very slow process. Hence a KD-Tree, a binomial search tree, is
used to find the nearest neighbors in the memory.22 The tree is rebuilt each time a sample has been added
or one or more have been removed.

Second, for samples with more than one dimension, the dimensions need to be scaled. If one variable x1

has a smaller range of values than another x2, the FA is more likely to return samples that are close in x1

than x2. Hence samples need to be scaled by a scale w in all dimensions before computing the Euclidean
distance from a query point. Finding good values for the scale parameter of each state variable is a tedious
process as the value has a strong effect on the performance of the agent.

IV. Flexible function approximators

An FFA is defined as a mathematical input/output function y1, y2, ..., ym = f(x1, x2, ..., xn) that is able
to

1. gain dependency on one or more new variables xn+1, xn+2, ...,

2. gain one or more new outputs ym+1, ym+2, ...,

3. lose dependency on one or more of the current variables x1, x2, ..., xn,

4. lose one or more of the current outputs y1, y2, ..., ym, and

5. change the FA order by adding or removing a higher-order term of the variables x1, x2, ..., xn (this can
be seen as a special case of points 1 and 3, where the variable is a non-linear combination of one or
more variables in the FA).

Of paramount importance is that, when changing structure, prior knowledge needs to be exploited as a
basis for further learning. Gaining dependency on new variables and adding outputs is referred to as state
space or action space expansion. Losing dependency on variables and removing outputs is referred to as
state space or action space reduction.

Some implementations of FFAs exist, such as Stepwise Regression (SR)2324 and Adaptive Recursive Or-
thogonal Least-Squares (AROLS),25 both structure selection and parameter estimation (SSPE) algorithms.
The AROLS method has been used to identify the changing aerodynamic properties in passenger aircraft
when experiencing structural failures. It selects new variables for its linear fit at each time step and removes
redundant variables. They are however, unsuitable to RL applications. The episodic nature of RL control
problems causes a discontinuity at the end of each episode. It may very well be that the selected structure
at the end of an episode does not align with the desired structure at the start of the next episode. In
other words, these SSPE algorithms are aimed at structure selection during episodes, whilst for flexible HDP
structure selection needs to be done in between episodes.

Evolutionary Cascade Neural Networks are able to select inputs during training.26 They start to learn
with only one input node and then add new inputs as well as new hidden neurons to evolve. However, the
number of output nodes is fixed from the start, making them unsuitable for application in flexible HDP.
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As part of transfer learning, neural network architectures have been developed that support incremental
learning of tasks, such as Progressive neural networks.27 These architectures focus on forming internal, lateral
connections in the hidden layers to support transfer of knowledge. None of them employs the addition (or
removal) of input or output variables.

LLR FAs, however, support expansion and reduction, which comes down to mapping the samples in
the memory to a higher and lower dimension respectively. All are based on mapping the samples in the
LLR memory from Rn to Rn+1, where n is the dimensionality of the LLR FA before expansion. Before
expansion, the samples are described as x = [x1, x2, ..., xn]>. After expansion the samples are described as
x = [x1, x2, ..., xn, xn+1]>. Multiple ways of mapping samples in an LLR memory to a higher dimension can
be used, such as assuming that all samples in the memory lie on the zero subspace of the new dimension
xn+1, hence for all samples in the memory xn+1 = 0. Another way would be to assign a random value to
the new variable for each sample, e.g. using a Gaussian distribution. The way we employ here is to clone
each sample several times and to draw the new value from a Gaussian distribution N (µ, σ). Distribution
parameters µ and σ depend on the expected values of the new variable. The process is illustrated in Figure 4.

xn+1

xn
0

Figure 4. State space expansion by cloning each sample several times with values drawn from a Gaussian distribution.

IV.A. LLR FFA expansion in MLAC

Model-based actor-critics are made up of three components, the actor, the critic and the plant model. When
expanding the FAs of MLAC, several changes need to be made at the same time to ensure that the policy
gradient algorithm still functions properly. Consider a plant with ns state variables s = [s1, s2, ..., sns ]> and
na action variables a = [a1, a2, ..., ana ]>. Hence s ∈ Rns and a ∈ Rna . The critic will be a mapping from
state to a scalar Rns → R, as the rewards and the state values are always scalar. The actor will be a mapping
from state to action Rns → Rna . The plant model outputs a new state given a state and an action, so the
mapping will be Rns+na → Rns .

To ensure that the chain rule in the policy gradient (Equation 4) is mathematically sound, all three
components need to work consistently with the same state and action variables.

When expanding the flexible MLAC with a state variable sns+1, all three components require an update.
Both the critic and actor gain a new input to their FA, whilst the plant model gets a new input as well as a
new output. When adding a new action variable ana+1, only the plant model gets a new input variable and
only the actor expands with a new output variable.

IV.B. Limitations of flexible function approximators

A few limitations of FFA exist, imposed by the MLAC algorithm and by the LLR FA-type.
One of the main criteria of flexible MLAC is that all phases of the learning process must be an MDP

or in case of a Partially-Observable MDPs (POMDPs) it should be well observable. Even converging to a
near-optimal policy in POMDPs can be extremely challenging.28 Concerning the POMDP, it proves difficult
to define exactly how well observable it must be. The converse is that the less observable an MDP is, the
poorer the experience is that the agent gains. Expanding that experience to a higher dimension can cause
the agent to learn a poor, undesirable policy.

Furthermore, the policy gradient update of the MLAC algorithm also poses a restriction on the way
that state-variables are added. One of the two purposes of the plant model is to supply the derivative
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of the next state with respect to the current action. When taking a closer look at these variables, it is
observed that the derivatives of the position and attitude state variables with respect to the current action
are always (close to) zero. This makes sense as the values of these state variables are determined only by
their time derivative, the integration method and the time step, so the action is not directly involved here.
Consequently, no information to update the policy, can be exchanged from the critic to the actor through
position and attitude state variables. This entails that for a position or attitude state variable to be added,
its time derivative (rate) needs to be added as well.

Finally, expanding the plant model requires special attention. As opposed to the actor and the critic, its
values are not updated by adjusting the output value as all samples come directly from the plant and are
therefore considered ground truth. Mapping these samples to a FA with a higher dimensionality, is therefore
invalid, as we may very well create a false ground truth. Therefore, when adding a new state, the plant
model is emptied completely. After expanding the FFA with a state variable, a few episodes need to be
run without updating the actor (thus using the old policy), such that the plant model has opportunity to
recuperate its experience.

V. Experiment set-up

The flexible MLAC algorithm is tested on a 2D hovering problem for a quad-rotor. This section describes
the experiment set-up.

V.A. Quad-rotor system

The quad-rotor system is a state space model that yields the next state based on a state and action. It is
modeled after the Parrot AR 2.0 drone and has been implemented for RL control previously.29 The model
is considered perfect and noise-less and will henceforth be referred to as the plant.

The quad-rotor has four engines placed symmetrically around its center of gravity. It is able to rotate
around its main axes by increasing the thrust of two of the four rotors. Translations are performed by
rotating the quad-rotor to the desired attitude and increasing the collective power of all rotors. The quad-
rotor has a plus-configuration meaning that the positive xb-axis coincides with the arm from which engine 1
is suspended. The system and its body reference system are shown in Figure 5.

yb zb

xb xb

M4

F3 F2,4 F1

M2

M1M3

Figure 5. Quad-rotor configuration and body axis reference system.

The force vector takes into account gravity, body drag, body lift, and of course the rotor forces, for which
a static relation between the thrust, torque and rotor rotational velocity is used. In terms of moments the
plant takes into account the fuselage moment due to frame geometry, the moment due to rotor torques, blade
flapping effects and the gyroscopic moment of each rotor. For a more in-depth explanation of the dynamics,
the reader is referred to.29

To create a 2-dimensional version of the plant, the yaw angle ψ and moment Mψ, roll angle φ and moment
Mφ as well as the sway force Fy and position y are constrained to zero. The system state at time t is therefore

represented by the state vector st = [x, z, ẋ, ż, θ, θ̇]>. Note that the positions x, z in the state vector are in
the inertial reference system (see Appendix VIII).

Some adjustments have been made to make the control easier and to reduce the dimensionality of the
state space. For one the assumption is made that the rotor speed of each rotor can be controlled directly
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and instantaneously. Secondly, the actions available to the agent are mapped rotor speeds. Action a1 is
the collective rotor speed of all rotors, and action a2 represents the rotor speed which is added to the front
rotor and subtracted from the rear one. Hence the action a1 effectively controls translation along the body
zb-axis, and action a2 controls the pitch angle around the body yb-axis. The action at time t is represented
as at = [a1, a2]>.

The rotor speed range for the Parrot AR 2.0 drone is [0, 3400] revolutions per minute (RPM). The actions
are mapped such that an action of 0 corresponds to the lift-off rotor speed ωlift-off = 1920 RPM (given the
vehicle configuration), +1 corresponds to the maximum of 3400 RPM and the minimum -1 hence corresponds
to 440 RPM. The mapping from action to rotor speed can be summarized by

ω1 = sat (ωlift-off + κa(a1 + a2)) , and (16)

ω2 = sat (ωlift-off + κa(a1 − a2)) , (17)

with action scale parameter κa = 1480 RPM, and sat a function that saturates the rotor speeds between
[0, 3400] RPM.

V.B. Goal and reward function

The goal for the agent is to hover at the desired altitude zi = −10m with all velocities equal to zero, when
starting each episode at [xi, zi] = [0,−9]m, where i denotes the inertial reference frame. The altitude have
been chosen to minimize interference with the ground. Hence for each episode s0 = [0,−9, 0, 0, 0, 0]> and
sdesired = [0,−10, 0, 0, 0, 0]>. Note that a negative value for zi corresponds to an altitude above ground, as
the zi-axis points downward. The lateral position is not observed, and hence the agent is not penalized for
any non-zero x or ẋ.

A continuous quadratic error reward function has been chosen, which yields a reward based on the
quadratic error of the state with respect to the desired state, and penalizes any non-zero action. Actions are
penalized to drive the agent to only use them when necessary, as in UAVs battery power is limited. It also
helps to regularize and smoothen the action signal. The instantaneous reward function is defined as

ρ(st, at) = −1

2

(
e>t Wset + a>t Waat

)
, (18)

with et = sdesired − st.
In Equation 18, Ws and Wa are diagonal matrices with the weights for the state errors and the action

on the diagonal. Their values can be found in section VIII.

V.C. Training procedure

The agent will be trained by having it interact with the plant for 150 episodes, each one lasting T = 3
seconds. All episodes will be initialized in the point s0. The agent will start the training procedure without
any experience, e.g. no samples in the memories.

Two agents are trained for the same purpose, to hover at the desired state sdesired:

1. An SFA agent that contains the state variables s = [z, ż, θ, θ̇]> and action variables a = [a1, a2]>

from the start in its FAs and reward function.

2. An FFA agent that starts with a limited state and action space and gradually gains access to more
variables. The first 75 episodes (phase one) its state space consists of sphase1 = [z, ż]> and its action
space is aphase1 = [a1]. After 75 episodes phase two starts, and the second action a2, pitch angle state

θ and pitch rate θ̇ are added manually to form the new state space sphase2 = [z, ż, θ, θ̇]> and action
space aphase2 = [a1, a2]>. The method used to expand the state space is in both cases the clone method

with a Gaussian distribution. When expanding the state space with θ and θ̇ all samples are cloned 3
times. The parameters can be found in section VIII. Rewards are only given for the state and action
variables which are observable by the agent.

As the algorithm uses stochastic behavior to drive exploration, the end result will also be stochastic.
Therefore both agents are trained 64 times, and the result will be evaluated by the distribution over these
64 trials.
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At the very start, when less than k samples are present in the memories, the LLR FAs behave slightly
differently. The critic will predict ŷq = 0 and yield β̂ = 0. The actor does not yield a zero action, but rather
a random action according to N (0, 1

3alimit), which is required as the update of the actor depends on the

derivative ∂ŝt+1

∂at
. The derivative will always be zero if all the samples in the plant model have zero as their

action value. Hence, the symmetry needs to be broken to get the system to start learning. The plant model
predicts the input state when its memory contains less than k samples.

To make a fair comparison between the SFA and FFA agent, a closer look needs to be taken at the
learning parameters. As these strongly drive the final performance of the agent, they need to be chosen
carefully. The fairest way to go about this, is to optimize the learning parameters of both agents separately
using the same goal and the same set of candidate parameters. Both learning parameter sets have been
optimized using Bayesian optimization with a Gaussian process, so the function value is assumed to follow
a multivariate Gaussian distribution over the parameter values. The covariance of the values is given by
the Gaussian process kernel between the parameters. The next combination of parameters is chosen by
evaluating the negative expected improvement acquisition function over the Gaussian prior.

The pseudo code for the training is shown in section VIII.

V.D. Exploration

For policy gradient methods, no exploration is required to tune the actor, as this is optimized by gradient
ascent. However, exploration is required for exploring the value function. The agent needs to end up in
different states to evaluate the value function there. Therefore, exploration has been such that transitioning
from one state to another the action is occasionally perturbed, causing the agent to end up in another state
than it intended.

The perturbation is applied at a particular interval j, meaning that exploration is performed every j-th
time step. For the SFA agent j = 2 for all episodes. For the FFA agent j1 = 2 for phase one and j2 = 3 for
the second phase.

Perturbations are distributed as a Gaussian process N (µ, σ), where µ = 0 due to the symmetry in the
action space, and σ = 1

3alimit, such that 99% (3σ) of the perturbations fall within the actuator limits.
Evidently the actions are saturated to the controller limits after perturbation.

VI. Results

This section discusses the results of the training process of the SFA and FFA agent, and gives a comparison
of the two. The agents are only evaluated by means of their policy and the reward gathered during the
episodes. Accuracy of the plant model is not regarded, as having a very accurate plant model does not
necessarily mean that the system will train fast or that the final policy will be optimal.

The SFA agents learning process is shown in Figure 6. From the increasing median reward, it can be
seen the agents learn something and improve their policy. However, the reward signal is very noisy, and
is far from robust. Furthermore, by observing the jumps in the median in the last 20 episodes, it has not
converged properly. It appears it is difficult to train a SFA agent to achieve a consistent, good policy for the
the 4-dimensional quad-rotor control problem. It is plausible that further tuning of the learning parameters
could still improve this result.

In Figure 7 the learning process of the FFA agent is shown. The learning starts out quickly reaching a
decent policy in about 20 episodes. The agent continuous to improve, mainly by learning the correct moment
to reverse thrust when approaching the desired altitude. In episode 75 the action a2, and state variables θ
and θ̇ are added. The next 3 episodes, no updates are done on the policy, but as the actions get perturbed
for exploration, the reward decreases drastically. However, within another 30 episodes, the agent is able
to recover and carry out the task within a larger state and action space. The cumulative reward does not
reach the previous optimum, which can be attributed to a few reasons. First, two extra state variables and
one additional action variable is added, for which (negative) rewards are given during the episode. Second,
the actions are now perturbed in a second dimension as well, causing additional reward. Lastly, the higher-
dimensional action and state spaces cause a larger complexity to make proper linear fits, hence the policy
quality deteriorates.

The FFA agent learns a better policy than the SFA agent, as can be seen by the rewards in the last
episodes. Where the SFA agent reaches a policy yielding a median reward of about -800 during an episode,
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Figure 6. Cumulative rewards gathered during the training of 64 SFA MLAC agents.
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Figure 7. Cumulative rewards gathered during the training of 64 FFA MLAC agents. At the 75th episode, the additional
state variables and action are added.

the FFA agent has found a policy yielding a median reward per episode of around -240. It seems that the
agent benefits from learning initially in a simpler environment and porting that knowledge to the actual
control problem. However, it is not said that the FFA method is better than the SFA method. Even though
much time has been spent on finding good learning parameters for both agents, no guarantee can be given
that no better parameter set is possible.

To give an idea of the policy that is achieved by the FFA agent, a simulation has been run of which the
states and actions are shown in Figure 8 and Figure 9. The former shows by a visualization of the motion,
where each third time step is frozen. Less opaque lines are further in the past. The latter figure shows the
states and actions over time. The agent is able to keep the quad-rotor hovering at the desired altitude with
minor pitch angles. It drifts off in the lateral (x) dimension, which happens as that state variable is not
observable by the agent.
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Figure 9. Quad-rotor states and the actions chosen by the learned policy.
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VII. Conclusion

In this paper, a flexible version of the MLAC algorithm is proposed. Flexible MLAC shows that it is
possible to train an RL agent on part of the action and state space and then extend that knowledge to higher
action and state spaces. The actor, critic and plant model in MLAC have been represented by LLR FAs.
State space and action space expansion is achieved by mapping the samples in the LLR memories to a higher
dimension, where the value of the new variable is drawn from a Gaussian distribution. Each sample is cloned
a few times, with different values for the new variable to ensure higher coverage in the new dimension. By
adjusting the output values of the samples in the memory, the agent is able to improve the knowledge that
was mapped to the higher dimension. The FFA agent outperforms the SFA agent in a task of hover control
for a 2D quad-rotor. Not only does it learn faster, it also achieves a more accurate policy. However, as the
process of finding good learning parameters is difficult, no definitive conclusion is given on which method
performs better. Nonetheless, it can be concluded that it is possible to train flexible model-based RL agents
in a gradual manner. This is more similar to how humans learn when initially constraining the state and
action space of a control problem.

A few limitations of flexible MLAC have been observed. For one, due to the nature of the LLR, when
adding state variables the plant model needs to be emptied, discarding valuable experience. Furthermore,
position and attitude variables can only be added together with their time derivative. This is required as
the derivative of a position or attitude with respect to an action is always zero and hence no policy gradient
can be determined. Finally, all phases in which the FFA agent trains, need to be MDPs or POMDPs that
are well observable.

VIII. Recommendations for future research

The method behind FFAs has been shown to work and gain initial success. There are, however, many
points on which the method can be improved. First, the method can be expanded to global FAs, to see
whether better results can be achieved there. A parametric FA has the advantage that it does not need to
lose the prior knowledge in the plant model when changing structure, as is the case with the LLR FAs. This
likely speeds up learning as no in-between episodes without actor updates are required to get the plant model
up to speed again. Furthermore, the added state and action variables are currently handpicked and added
manually. Ideally the algorithm is able to know when it is not improving anymore and try out candidate
state or action variables from a predefined pool. This requires a heuristic that quickly assesses the effect of
a new variable. To enable this, a method for forgetting irrelevant state or action variables therefore needs
to be developed as well. As a last recommendation, the way that MLAC uses the policy gradient requires
the state space to contain the time derivative (rate) of each position and attitude variable. This means that
new state variables need to be added in pairs. The performance of an FFA is likely to improve when state
variables can be added one-by-one as the cloning of samples is then only done in one dimension instead of
two.
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Appendix: Learning parameters

Table 1. Generic system and learning parameters.

Parameter Symbol Value

Number of trials for each agent ntrials 64

Number of training episodes per trial nepisodes 150

Episode length T 3 [s]

Time step ∆t 1/50 [s]

Eligibility trace of critic λcr 0.75

Discount rate γ 0.948

Reward weights for action Wa [3.55, 4.98]

Reward weights for state Ws [0, 10, 0, 0.45, 7, 0.3]

Distribution for action perturbation N (µ, σ) N (0, 1
3alimit)

Maximum age of samples in memory - 45 [s]

Scales for state variables in KD-Tree ws [2.72, 5, 2.30, 6.35]

Scales for action variables in KD-Tree wa [1, 0.76]

Table 2. System and learning parameters for SFA and FFA agents.

Parameter Symbol SFA agent FFA agent

Actor/critic memory size (phase 1) Nac/cr 6600 1000

Actor/critic memory size (phase 2) Nac/cr - 9500

Plant model memory size (phase 1) Npm 6400 350

Plant model memory size (phase 2) Npm - 6500

Number of nearest neighbors for actor (phase 1) kac,1 21 16

Number of nearest neighbors for actor (phase 2) kac,2 - 25

Number of nearest neighbors for critic (phase 1) kcr,1 21 20

Number of nearest neighbors for critic (phase 2) kcr,2 - 30

Number of nearest neighbors for plant model (phase 1) kpm,1 17 9

Number of nearest neighbors for plant model (phase 2) kpm,2 - 27

Exploration interval (phase 1) j1 2 2

Exploration interval (phase 2) j2 2 3

Tolerance for adding samples (per dimension) εac 7.57× 10−4 2.08× 10−3

Tolerance for prediction error εpm 1.21× 10−4 4.98× 10−7

Learning rate of actor αac 0.189 0.15

Learning rate of critic αcr 0.0307 0.27

Standard deviation for expansion of θ σθ - 0.11

Standard deviation for expansion of θ̇ σθ̇ - 0.76

Number of clones upon adding θ - - 3

Number of clones upon adding θ̇ - - 3

17 of 19

American Institute of Aeronautics and Astronautics



Appendix: Pseudo code

Algorithm 1 Algorithm for flexible LLR MLAC.

Require: γ, λ and α for actor, critic and plant model
1: Initialize function approximators
2: for episode in nepisodes do
3: if expand then . expand function approximator
4: for p in {Mac,Mcr,Mpm} do
5: p ← expand(p, sn+1) . using chosen expansion strategy

6: for M in {Mac,Mcr,Mpm} do . purge samples from memories
7: while NM > NM,max do purge sample p . according to purge strategy

8: t← 0
9: zt = 0

10: choose s0

11: loop . run episode
12: at ← π(st) . compute action
13: Measure st+1, rt+1

14: δt ← rt+1 + γV (st+1)− V (st) . compute TD error
15: add [st|V (st)] to Mcr . add sample to critic memory
16: for p in Kcr do . set trace of nearest neighbors to 1
17: zt(p)← 1

18: for p in Mcr do . update values of critic nearest neighbors
19: V (sp)← V (sp) + αcrzt(p)δt

20: add [st, at|st+1] to Mpm . add sample to plant model memory
21: add [st|at] to Mac . add sample to actor memory
22: for p in Kac do . update actions of actor nearest neighbors

23: ap ← ap + αac

{
∇aρ(st, at)

> + γ∇sV (ŝt+1)>∇af̂(st, at)
}

24: zt(p)← λcrγzt−1(p) . update eligibility traces
25: for p in {Mpm,Mcr,Mpm} do . age samples in memories
26: Age(p)← Age(p) + 1

27: ∆at ∼ N (0, σ) . explore
28: st+1 ← Plant(st, at + ∆at) . transition to next state
29: t← t+ 1
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Appendix: Reference frames

Three main frames of references F are defined for quad-rotors.30 They have been depicted in Figure 10.

• The inertial frame Fi = (xi, yi, zi) is an earth-fixed coordinate system with the origin at the base
station. The x-axis points North, the y-axis East and the z-axis towards the center of the earth.

• The body frame of reference Fb = (xb, yb, zb) has its origin at the center of gravity of the quad-rotor.
The x-axis coincides with the arm of the quad-rotor structure with the front motor. The y-axis is
along the arm of the right motor. The z-axis is determined using the right-hand rule from zb = xb× yb
where × denotes the cross-product.

• The vehicle frame Fv = (xv, yv, zv) is an inertial frame of which the origin is located at the center of
gravity of the quad-rotor. All axes are parallel to their counterparts in the inertial frame Fi.

Figure 10. Three reference frames for quad-rotors. Taken from30
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