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Abstract: Understanding and improving the energy consumption behavior of individuals is considered
a powerful approach to improve energy conservation and stimulate energy efficiency. To motivate
people to change their energy consumption behavior, we need to have a thorough understanding of
which energy-consuming activities they perform and how these are performed. Traditional sources of
information about energy consumption, such as smart sensor devices and surveys, can be costly to set
up, may lack contextual information, have infrequent updates, or are not publicly accessible. In this
paper, we propose to use social media as a complementary source of information for understanding
energy-consuming activities. A huge amount of social media posts are generated by hundreds of
millions of people every day, they are publicly available, and provide real-time data often tagged
to space and time. We design an ontology to get a better understanding of the energy-consuming
activities domain and develop a text and image processing pipeline to extract from social media
the description of energy-consuming activities. We run a case study on Istanbul and Amsterdam.
We highlight the strength and weakness of our approach, showing that social media data has the
potential to be a complementary source of information for describing energy-consuming activities.

Keywords: social media; energy-consuming activities; energy consumption; machine learning; ontology

1. Introduction

Europe’s 2030 Energy Strategy targets a 40% cut in greenhouse gas emissions compared
to 1990 levels, at least a 27% share of renewable energy consumption and at least 27% energy
savings compared with the business-as-usual scenario (https://ec.europa.eu/energy/en/topics/
energy-strategy-and-energy-union/2030-energy-strategy). To meet this target, energy policies and
programs should be formed and individuals should be motivated to change their energy consumption
behavior [1], both in terms of energy conservation and energy efficiency. Energy efficiency involves
using less energy to provide the same service; for instance, replacing a single-pane window in
the house with an energy-efficient one. On the other hand, energy conservation involves saving
energy by reducing or omitting an activity; for instance, turning a light off or reducing the time
one watches television.

Multiple studies have examined how energy efficiency and conservation could be motivated
among policy makers and citizens. In [2] the author explains how comparative feedback on energy
usage with others can generate feelings of competition, social comparison, or social pressure,
which appears to be more effective in motivating energy conservation than temporal self-comparisons.
The author of [3] endorses this in his Social Electricity case study, which “allows people to compare
their energy footprint with other online peers or with the consumption at their neighborhood, village
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or town, to perceive if their own consumption is low, average or high”. Multiple energy saving
applications [4] have been developed, using visualized consumption feedback and gamified social
interactions to motivate people to adopt energy-efficient lifestyles.

Before we can motivate individuals to change their energy consumption behavior, we need
a thorough understanding of why and how they consume energy. To do so, insights into the individual’s
activities behind the energy consumption should be gathered at a high-granular level.

Multiple data sources are used to provide insights into energy-consuming activities (i.e., an activity
that have a direct or indirect impact on energy consumption). Smart meters and smart plugs give
insights into domestic energy consumption by providing aggregated energy consumption data.
Techniques have been developed to isolate the signal of each appliance by looking at the total
power consumed, the different current waveform and the voltage signature [5–7]. Surveys and
interviews are used to break down the energy consumption into different end-uses through
several questions (e.g., how much time you watch TV at home? How often do you use public
transportation?) [8–10]. While being the most reliable source of quantitative data and qualitative
information, the aforementioned sources come with drawbacks: surveys are costly to perform, they do
not scale and are done infrequently; while smart sensors and smart plugs are costly, the data obtained
lack of contextual information and is often not accessible. Moreover, smart sensor devices neglect
indirect energy usage [11] (i.e., related to the production, transportation, and disposal of a variety of
consumer goods and services [12]) and the disaggregation process is far from perfect [5].

On the other hand, hundreds of millions of people frequently use social media to share,
communicate, connect, and interact. Although being noisy and biased (i.e., used by a subset of
the population), they are publicly available and provide real-time and semantically rich data.

For these reasons, social media has proven to be a good source for human activity
recognition [13–15], including, but not limited to, travel behavior [16–18], mode of transportation [16]
and nutrition patterns [19–21].

This work puts the following intuition at test: since social media posts relate to different aspects
of daily activities, they may either directly refer to energy-consuming activities, or contain relevant
information about energy-consuming activities in their semantic signature. Therefore, by processing
the content of social media posts, we aim at extracting information about the energy-consuming
activity it refers to.

Hence, we aim to answer the following research question:

RQ How can we automatically process user-generated content to describe energy-consuming
activities at individual and group level?

We focus on four categories of energy-consuming activities: dwelling, mobility, food consumption,
and leisure. Based on the literature [22–24], they cover a considerable spectrum of the activities
impacting on the energy footprint of an individual’s lifestyle.

Dwelling refers to the consumption of energy due to the usage of home appliances (e.g., washing
machine, gaming console), mobility includes the energy required for moving from one place to another,
food consumption refers to the use of resources associated with the preparation and processing of
food and leisure indicate the energy required for performing recreational activities (e.g., watching TV,
playing video-games, partying). Activities related to industry—e.g., the individual being at work—are
not taken into account.

Figure 1 illustrates the intuition behind this work, the message (Great dinner at Hotel de Goudfazart [...])
suggests that the picture is taken by the user during dinner. In addition, in the image we can indeed
identify some kind of cooked fish and vegetables. Furthermore, the hash tags and the location where
the user has checked in indicate that the dinner took place in the Hotel de Goudfazant. By looking
at the place properties, we discover that the restaurant is located in Amsterdam, the Netherlands.
Moreover, we can suppose that the person travelled to the restaurant using either a car or by public
transportation. To conclude, this post discloses information about food (i.e., the dinner was cooked),
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leisure (i.e., the activity takes place in) and mobility (i.e., the individual had to travel to get at the venue)
energy-consuming activities.

Figure 1. Example of social media post on Instagram.

Contribution: The objective of this work is to automatically extract information about energy-consuming
activities from social media posts. To do so, we (1) create an ontology of the domain to identify relevant
and important concepts and how these are interrelated. It provides terms for describing our knowledge
about the energy consumption domain in a structured manner and it facilitates to draw the link
between the social media post and the activity performed in the physical world. Then (2), we design
a data processing pipeline that extract the characteristics of energy-consuming activities from the social
media data. This pipeline includes multiple components: (i) the data collection (and pre-processing)
from the social media data sources; (ii) different steps of data enrichment; (iii) a dictionary and
rule-based classification model that outputs to which categories of energy-consuming activities social
media posts are classified; and (iv) a linked data publisher that use the information gathered by
the previous modules to create instances of the ontology and output them using the JSON-LD
format (https://json-ld.org/).

The pipeline is evaluated through a case study performed on the social media activity in the cities
of Amsterdam and Istanbul.

2. Materials and Methods

2.1. The Social Smart Meter Ontology

In this section, we present the Social Smart Meter ontology (SSMO). We create this ontology with
two objectives in mind: (i) understand the domain of energy-consuming activities and (ii) identify
relevant and important concepts and how these are interrelated, by providing terms for describing
and representing our knowledge about this domain in a structured manner [25].

In addition, the ontology allows for an unambiguous conceptual description of the targeted
domain and can be also used to enable better interaction among different fields of studies concerned
with energy consumption.

Since social media data refer to individual’s daily activities [15], we include social media concepts
in the definition as well, by linking them to the relevant concepts of energy-consuming activities.

https://json-ld.org/


Energies 2019, 12, 15 4 of 28

Adding meaning to a user’s social media data help us understand to what extent these data sources
reflect the individual’s energy-consuming activities.

The design of the ontology has been performed according to the Methontology guidelines [26].
We follow the methodological guidelines for specifying ontology requirements presented in [27] to
compose a set of functional requirements for the SSMO ontology, which are presented in Table A1
in Appendix A.

2.1.1. The Ontology Definition

As depicted in Figure 2, an Individual consumes energy by performing an Activity at a certain
Location, at a certain time, and for a certain period of time. That activity can be of multiple types:
Dwelling, Mobility, Food Consumption, and/or Leisure.

A Location can either be a Path or Place. A Place can be a geographical location (e.g., a town
or country) or a venue (e.g., a restaurant or airport) and is characterized by its corresponding
coordinates and a category. A Path is composed of multiple (at least two) places, among which
the origin and destination.

In case of a domestic activity, generally, one or more Appliances are used. Among appliances,
Brown Goods (small household electrical entertainment appliances) and White Goods (major household
appliances) are distinguished [28].

In food consumption-related activities (having breakfast or lunch, dining, cooking, etc.), the Food
product itself and its Ingredients, the Tableware used for consumption, the food Source, and the (cooking)
Process are relevant entities. Among processes, cooking and Modification are distinguished. Modification
involves a technique used to modify raw food into food that is ready for cooking.

In leisure, several subcategories can be distinguished, among which: culture, event, gastronomy,
playful, relaxation, social interaction, etc. In general, leisure activities require the use of one or more
Artifacts, for instance, an appliance.

An activity that involves mobility is characterized by the transportation along a path. People travel
by a certain Mode of transport, for which the type indicates whether the mode of transport is public
or private.

Individual

name: String
surname: String
age: Int
birth: Date

Energy

amount: Int

consume

perform

Activity

time: Timestamp
duration: double

by

at

Location

Place

title: String
category: String
latitude: double
longitude: double

Path

distance: double
composed_by

Mobility Mode of Transport

Vehicle

Pedestrian

Animal

Leisure Artifact

Dwelling
Appliance

powerWatt: Int

Brown Good

White Good

Food Consumpion

Food

Source

Tableware

of

produced_at

produced_by

Process

type: String

offered_at

Cooking

Modification

used_for

used_for

used_for

used_for

1

1

1

1

1

1

1

2..*

1..*

1..*

1

1..*

1

1..*

1..*

1..*

1..*

1..*1..*
0..*

1

1

1

1..*

0..*

1..*

Figure 2. Conceptual data model of energy-consuming activities.
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For our ontology it is also important to include social media data. Therefore, based on the existing
ontologies and studies [29,30], we created a conceptual data model, depicted in Figure 3, including the
following elements:

• A User has a social media user account, including a user Profile, containing information such as
name, gender, age, etc.

• A User can create one or more social media Posts, which can be placed at a timeline or newsfeed to
share those with other social media users.

• A Post contains one or more Items, which can be of type image, video, link, etc.
• Within a Post, a User can Mention a concept, such as another User or a Location. This mention

provides a link to this concerning concept. Often, more information about the location is available,
such as the corresponding coordinates or the location category.

Then the two parts are linked by the following relations: a User is an Individual and Post may
reflect an Activity.

User

userID: String
nickname: String

Profile

name: String
gender: String
location: String
birth: Date

has follows

type:String
since:Timestamp

Group

groupID: String
title: String

in

Calendar

calendarID: String
has

Post

postID: String
title: String
text: String
time: Date

creates

has

Video

Image

Link

Event

eventID: String
title: String
time: Date

in

Item
contentID: String
title: String
url: String

Tag

tagID:String
value: String

has

At

Location

title:String
latitude:double
longitude:double

Mention

mentionID: String
mention

in

Timelinehas

on

1

1

1

1

0..1

1
1

1

0..*

0..* 0..*

1 0..*1

0..*

1

1

0..*

0..*

0..*

0..* 0..*

0..*
0..*

0..*

1

Figure 3. Conceptualization of social media activity.

2.1.2. Implementation of the Ontology

To prevent a proliferation of ontologies covering the same entities and relationships, it is important
to determine which existing ontologies can be integrated and extended to develop ours. For this reason,
we looked at existing ontologies about energy consumption, travel, food, and social media.

The Suggested Upper Merged Ontology (SUMO) [31] has been designed as a foundation ontology
and is the largest formal public ontology today, used for research and applications in search, linguistics,
and reasoning (in computer information processing systems). Since it covers most of the concepts of
our conceptual data model of energy-consuming activities, it is used as the foundation to be extended
for our SSMO ontology.

The Semantic Tools for Carbon Reduction (SEMANCO) Energy Model [32] focuses on terms
and attributes describing energy consumption and CO2 emission indicators for regions, cities,
neighborhoods, and buildings, along with climate and socioeconomic factors affecting energy
consumption. We include it to model the energy consumption part of our ontology.
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The EnergyUse (EU) platform [33] is built upon the PowerOnt [28] ontology that provides
information of energy consumption for numerous household appliances and extends the DogOnt [34]
ontology, which aims to model intelligent domotic environments. We integrate this ontology to cover
the concepts related to appliances.

The Food Ontology (FO) [35] encompasses information about recipes, their ingredients, along with
suitable diets, menus, seasons, courses, and occasions. Also, entities about food chain (i.e., methods
and techniques used to process the food) are promising for the integration in the SSMO ontology.
FO does not cover the tableware entities; yet, this is not problematic since the SUMO ontology covers
them. Finally, the Travel Ontology (TO) by Stevens [36], covers most of the relevant entities within the
mobility concept, except for the actual mobility activity itself.

In Table 1 for each ontology is indicated to what extent the entities within the high-level
concepts (energy activity, location, dwelling, food consumption, leisure, and mobility) are covered.
A “+” indicates the entity occurs in the ontology, a “+/−” indicates the entity is covered to some
extent, and a “−” indicates the ontology does not include the entity.

Table 1. Overview of the current state-of-the-art related ontologies with a focus on the previously
distinguished domains of energy-consuming activities (+: included; +/−: covered to some extent;
−: not included).

SUMO [31] SEMANCO [32] EU [33] FO [35] TO [36]

Energy activity
- Energy units + + + − −
- Consumption +/− + + − −
- Individual + + + + −
Location
- Location + + + − +
- Path + − − − +

Dwelling
- Activity + + − − −
- Appliance + + + − −
Food consumption
- Activity +/− − − + −
- Food + − − + −
- Food chain − − − + −
- Tableware + − − − −
Leisure
- Activity + + − − +
- Artifact + − − −
Mobility
- Activity + + − − −
- Mode of transport + − − − +

Regarding the social media activity, we reuse the Friend of a Friend (FOAF) [30] and the
Semantically-Interlinked Online Communities (SIOC) [29] ontologies. In general, both cover the
concepts of user account, post, and item; but the mention entity only recurs in the SIOC ontology,
whereas the location entity can only be found in the FOAF ontology.

To a great extent, the SSMO ontology can be built upon existing ontologies, as can be deduced
from the overview in Table 1; many classes can be reused. Table 2 summarizes the classes that are
reused from existing ontologies.

On the other hand, the existing ontologies serve other purposes than identifying and describing
energy-consuming activities, so even though some concepts are already covered (e.g., the mobility
activity by the SUMO:Motion class), the exact semantic of the class is slightly different. For these
cases, we create new entities for those classes and we draw the equivalence relationship between



Energies 2019, 12, 15 7 of 28

them (e.g., our ssmo:MobilityActivity class and the SUMO:Motion class). Table 3 summarizes the entities
created in this way.

In addition, not all entities from the conceptual data models can be covered by existing ontologies.
The new entities that had to be created for the SSMO are listed in Table 4.

The ontology was then implemented using the Web Ontology Language (OWL) [37] with Protégé
(https://protege.stanford.edu), Stanford University’s free, open-source ontology editor.

Finally, the ontology is available on the companion website (http://social-glass.tudelft.nl/social-
smart-meter/#ontology).

Table 2. Overview of the entities in the SSMO ontology reused from existing ontologies.

Ontology Prefixed Class Name

Energy activity
- Energy SEMANCO SEMANCO:Energy_Quantity_And_Emission
- Individual SUMO; SEMANCO SUMO:Human; SEMANCO:Household_Member

Location
- Place SUMO geo:SpatialThing
- Path TO; SUMO upper.owl#Pattern; SUMO:TransitRoute

Dwelling
- Activity SUMO SUMO:Cooking
- Appliance EU DogOnt:Appliances

Food consumption
- Activity SUMO SUMO:Cooking
- Food FO fo/Food
- Ingredient FO fo/Ingredient
- Modification FO fo/Technique

Leisure
- Artifact SUMO SUMO:Artifact

Mobility
- Activity SUMO SUMO:Motion
- Mode of transport TO travel.owl#ModeOfTransport
- Vehicle SUMO; TO SUMO:Vehicle; travel.owl#VehicleTransport

Social Media
- User account FOAF foaf:OnlineAccount
- Post FOAF; SIOC foaf:Document; ns1:Post
- Mention SIOC sioc:link
- Location FOAF foaf:based_near

Table 3. Overview of the new entities equivalent to reused entities in the SSMO ontology.

Ontology Prefixed Class Name

Energy activity
- Energy SEMANCO ssmo:Energy ≡ SEMANCO:Energy_Quantity_And_Emission
- Individual SUMO ssmo:Individual ≡ SUMO:Human

Location
- Place SUMO ssmo:Place ≡ geo:SpatialThing
- Path TO ssmo:Path ≡ upper.owl#Pattern

Food consumption
- Modification FO ssmo:Modification ≡ fo/Technique

Mobility
- Mobility SUMO ssmo:MobilityActivity ≡ SUMO:Motion

https://protege.stanford.edu
http://social-glass.tudelft.nl/social-smart-meter/#ontology
http://social-glass.tudelft.nl/social-smart-meter/#ontology
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Table 4. Overview of the new entities in the SSMO ontology.

Ontology Prefixed Class Name

Location
- Location SSMO ssmo:Location

Dwelling
- Activity SSMO ssmo:DwellingActivity

Food consumption
- Activity SSMO ssmo:FoodConsumption
- Process SSMO ssmo:Process
- Tableware SSMO ssmo:Tableware

Leisure
- Activity SSMO ssmo:LeisureActivity
- Artifact SSMO ssmo:Artifact

2.2. Data Processing Pipeline

The data processing pipeline, shown in Figure 4 is composed of four modules: Data Collection,
Data Enrichment, Classifier and Linked Data Publisher.

Data Collection

Crawler Pre-processing

Data Enrichment

Text 
Enrichment

Image 
Enrichment

Place 
Enrichment

ClassifierText

Image

Position

Image
Tags

Text
Synonyms

Position

Category
Distance
AtHome

Linked Data 
PublisherCategory

Energy 
Consuming 

Activity

Social Media

Rules DictionariesComputer 
vision

Natural 
Language 
Processing

Place Data 
Source

SSMO 
Ontology

Figure 4. Overview of the data processing pipeline.

During the first stage, the data is collecting through the APIs of the selected data sources. Both data
(image, and text data) and metadata (user, time, and place data) are collected.

In the second stage, different enrichment steps are performed. First, for each social media post,
computer vision and natural language processing techniques are applied to respectively the image
and text. For the images, we use both object and scene recognition models to extract information
regarding the items present in the picture and the context where the photo was taken, while for the
text we apply state-of-the-art processing methods and word disambiguation techniques. We enrich the
information about the place by looking for its category on external data sources such as Foursquare
and Google Places.

Using the enriched data, the social media post is classified to one or more of the energy-consuming
activity categories using a hybrid rule and dictionary-based approach.

Finally, the publisher module combines the output of the other modules and publish the
information about the energy-consuming activity as linked data (http://linkeddata.org/) conforming
to the Social Smart Meter ontology.

2.2.1. Data Collection and Pre-Processing

The pipeline collect data from Twitter and Instagram. Those sources were chosen because these
are widely used, and provide public APIs to retrieve the data (text, images, places, time, user) we are
interested in.

Since a social media post is very noisy, contains slang, hashtags or mentions, we apply text
pre-processing techniques (stopword removal, removal of hashtags and other special characters,
stemming,) before the tokenization (word segmentation of the message). This results in a set of tokens

http://linkeddata.org/
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that might refer to an energy-consuming activity. To perform this task, we use the Python-based
Natural Language Toolkit (NLTK (https://www.nltk.org/)) module.

2.2.2. Data Enrichment

In this section, we describe the enrichment steps performed by our pipeline. Each step aims at
extracting additional data from the text, image, and place of the social media post.

Text Enrichment

To overcome the ambiguity of words we use the Lesk algorithm [38] for word sense
disambiguation. Assuming that words in a particular text section (i.e., a message in our case) are likely
to share a common topic, it compares the definitions of each term in the section to determine the
more likely sense of the word. In particular, we use the Adapted Lesk algorithm [39], implemented
in the NLTK library, that incorporates WordNet (https://wordnet.princeton.edu/)’s lexical database.
For each term in the social media post, this phase output its WordNet sense and the list of synonyms.

Image Enrichment

In this phase, state-of-the-art image processing techniques are applied to provide annotations on
objects and scenes that are recognized in the images.

We include both object and scene recognition models, because they provide complementary
information. For instance, the objects recognized in the example in Figure 5a (e.g., various tableware),
may indicate food consumption activity. The scene recognition in Figure 5b on the other hand, recognize
a cafeteria scenario, suggesting a leisure activity.

(a) (b)

Figure 5. Differences in computer vision techniques applied to the same images; (a) uses an object
recognition method that person, dining table, cup (2x), knife (2x), bowl (5x), while (b) uses a scene
recognition one extracting dining hall, cafeteria, and delicatessen annotations.

For the image object recognition, we use a state-of-the-art pre-trained model based on the regional
convolutional neural network Mask R-CNN [40] trained on the Microsoft Common Objects in Context
(MS COCO) dataset using the mask_rcnn_coco.h5 weights (https://github.com/matterport/Mask_
RCNN/releases).

For the scene recognition, we incorporated the neural network model based on the
ResNet50 backbone (https://github.com/CSAILVision/places365), which is pre-trained on the Places
(http://places2.csail.mit.edu/index.html) data set.

https://www.nltk.org/
https://wordnet.princeton.edu/
https://github.com/matterport/Mask_RCNN/releases
https://github.com/matterport/Mask_RCNN/releases
https://github.com/CSAILVision/places365
http://places2.csail.mit.edu/index.html
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Place Enrichment

In this phase, we extract the category of the place where the post was published, because it could
be an indicator for the category of the energy-consuming activity. We compute the distance from the
previous post created by the user to infer how far he has traveled to understand if the post refers also
to an energy-consuming activity related to mobility.

For the first case, we look to retrieve more information by matching the location of the social
media post with the venues in Google Places and Foursquare. Numerous studies have investigated
place matching; [41] found that the mean great circle distance between two matched Points of Interest
(POIs) was equal to 62.8 m and in [42] a buffer area with a radius of 25 m (per POI) was used to reduce
geocoding errors. Based on these values, we use a radius of 50 m. If a match is found, the corresponding
place details are requested to collect one or more place categories.

Moreover, once we have an overview of all the places a user has checked in, we infer the user’s
home location by using spatial clustering. Then, we estimate the distances between the home and other
location check-ins. To estimate the home, we use the density-based spatial clustering of applications
with noise (DBSCAN, [43]). It separates high-density clusters from low-density ones and marks outlier
points lying alone in low-density areas (whose nearest neighbors are too far away). We assume that
the location of a user’s home will be a relatively small-sized, high-density area, whereas at other places
fewer check-ins take place, resulting in areas of low density.

2.2.3. Classification

We apply a hybrid dictionary and rule-based classification approach to determine whether a social
media post refers to one or more energy-consuming activities.

We used a custom rule/dictionary-based approach instead of a state-of-the-art classifier for mainly
two reasons: first, traditional classification approaches need a large set of manually annotated data for
the training; to the best of our knowledge, such dataset does not exist, and its creation is beyond the
scope of this work. In addition, second, while lacking generalization, a rule-based approach performs
better in a narrow domain.

We define a dictionary as a set of terms related to a specific energy-consuming activity type—e.g.,
ingredients or cooking utensils are associated with the food consumption category. Thus, each category
of energy-consuming activities has a distinct dictionary. The basic idea is to compare the terms
extracted from the message (text tokens), image (annotations), and place (categories) to the terms in the
dictionary. For now, a distinct dictionary for each of these types of data is constructed. Undoubtedly,
this comes with some hassle but it also rules out ambiguity to some extent—e.g., the text token “tram”
might infer a mobility activity whereas the image annotation “tram” could also point at some tram in
the background which might not be related to the user’s activity.

For the text dictionaries, we reuse the ones created in [44], where the authors use a hybrid
dictionary-similarity distant supervision with the purpose of classifying Twitter content to energy
consumption-related content. We further expand the dictionaries by adding the corresponding synonym.

The image dictionary is composed by the predefined list of classes of the pre-trained models.
The classes are manually classified to none, one or more of the different categories of energy-consuming
activities. For instance, “television” relates to both dwelling and leisure and is part of both dictionaries,
whereas “person” does not indicate any energy-consuming activity and is thereby not included in
any dictionary.

Alike the image annotations, the sets of place categories are also predefined. As all place categories
that could possibly be assigned to a place are known, these can be categorized in the same manner
as the image annotation classes, by manually linking the place category to the energy-consuming
category. (e.g., a “restaurant” place category is part of both food consumption and leisure dictionaries.)

The dictionaries are available on the companion website (http://social-glass.tudelft.nl/social-
smart-meter/#dictionary).

http://social-glass.tudelft.nl/social-smart-meter/#dictionary
http://social-glass.tudelft.nl/social-smart-meter/#dictionary
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Then, the post is classified according to the rules illustrated in Figure 6. For each term, we identify
if it is evidence (i.e., it appears in one of the dictionaries) for one or more energy-consuming activities.
In case a leisure or food consumption activity is performed at home, we can classify it to dwelling
as well. Furthermore, if a food consumption activity is performed at some place other than home,
we classify it as a leisure activity.

Figure 6. Illustration of the rule-based approach.

Then, we look at the user’s distance to his or her previous post. If it exceeds the threshold of
0.2 km (This value was found after several test iterations of our pipeline. It seems to provide the
best trade-off between precision and recall in our context), we consider it to be a mobility activity.
Along with that, we analyze whether a vehicle was required to bridge this distance. If so, the mode of
transport can be inferred—e.g., if the distance traveled in a day is more than 5000 km, it is very likely
the individual traveled by aircraft to cover that distance.

Given the noisy nature of social media posts we tried to model the confidence of our classifier based
on three parameters: (i) the ratio of relevant tokens, distinguished on type of data (text, image, place),
(ii) for each term a score indicating its relevance to the category of energy-consuming activities, and (iii)
a weighted factor that represents to what extent the type of data is informative for this category of
energy-consuming activities. For instance, it is hard to recognize a mobility activity from an image,
since individuals do not often post images of objects such as a transportation means while traveling.
A check-in which is based on a mobility-related place such as an airport or train station would be far
more indicative in that situation. On the contrary, if individuals perform a food consumption activity,
they are more likely to post images in which food objects can be recognized.

Taking all the above into account, the calculation of our classification confidence is formulated
as follow:

confidencex = ∑
y
(

Nrelevant,x,y

Nrelevant,y
· wx,y ·

1
Nrelevant,x,y

∑
x

scoresx,y)

= ∑
y
(

1
Nrelevant,y

· wx,y ·∑
x

scoresx,y)

(1)

where Nrelevant is the number of relevant terms, w is the weighted factor, x is the type of
energy-consuming activity, y is the type of data (text, image, or place), and ~scores is the vector
of the scores (∈ [0, 1]) of all relevant terms.
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The relevance score of the terms (scoresx,y) are determined separately for each type of data.
For a text token, the relevance is computed as the similarity between the term vectors and the word
vectors included in the dictionaries obtained using Word2Vec [45] (a model used for learning vector
representations of words, called “word embeddings”), whereas for an image annotation this is equal
to the annotation score assigned by the object or scene recognition model.

For a place category, this score is binary (either 0 or 1), depending on whether the place category
occurs in the dictionary.

To avoid possible bias due to our personal opinion, we decide to use an online survey to tune
the weights (wx,y). We showed social media posts and asked the participants to rank the data type
according to their informativeness on a scale from 0 to 10 (Not informative at all to Very Informative).
Figure A1a in Appendix B shows an example of question that was asked.

The users’ average rankings are displayed in Table 5 and were adopted as data type weights in
the classification module in the data processing pipeline for our case study. The weight values do
not deviate a lot from each other. Yet, we observe that the users find images most and places least
informative to describe dwelling activities. The same applies to food consumption activities.

Finally, the classifier confidence for a category x is the average of the contribution of each y data
type. In future work, we will examine whether other strategies (such as taking the maximum of
minimum instead of the average) provide in better results.

Table 5. The weighted factors obtained by asking the user opinions.

Category
Data Type Text Image Place

Dwelling 0.35 0.40 0.25
Food consumption 0.33 0.37 0.30

Leisure 0.35 0.32 0.33
Mobility 0.37 0.33 0.30

Hereafter, an initial threshold of 0.5 is applied to determine to which categories of
energy-consuming activities the social media post is classified. This threshold value is then tuned to
optimize the framework’s performance.

2.2.4. Linked Data Publishing

In this final step, the label obtained by the classifier and the data extracted from the enrichment
module are combined to create instances of the SSMO Ontology from the social media posts.

To do so we use Triplewave [46], an open-source, reusable and generic tool for publishing linked
data streams on the web using the JSON-LD format.

Listing 1 shows an example of instance of SSMO ontology created by our pipeline. This instance
was created by processing the social media post shown as example in Figure 1. Our pipeline
determined that the post refers to three kind of activities (e.g., ssmo:leisure activities, ssmo:food activity
and ssmo:mobility activity), they all take place in the venue (e.g., ssmo:location) of Hotel de Godfazan,
and it involve the consumption of cooked fish.

Listing 1: Example of JSON-LD created with Triplewave.

{
" @context " : {
" ssmo " : " ht tp ://www. semanticweb . org/roosdekok/o n t o l o g i e s /2018/1/ssm " ,
" s i o c " : " ht tp :// r d f s . org/ s i o c /ns # " ,
" sem " : " ht tp :// semanco02 . hs−a l b s i g . de/ r e p o s i t o r y /ontology−r e l e a s e s /eu/
semanco/ontology/SEMANCO/HEAD/SEMANCO−HEAD. owl " ,
" eu " : " ht tp :// socsem . open . ac . uk/o n t o l o g i e s /eu # " ,
" to " : " ht tp ://www. co−ode . org/ r o b e r t s / t r a v e l . owl " ,
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" f o a f " : " ht tp :// xmlns . com/ f o a f /0.1/"
} ,
" @id " : " ht tp ://smm/ i 1 " ,
" ssmo : indiv idua l " : {
" @id " : " ht tp :// instagram . com/userId " ,
" ssmo : nickname " : " username "
} ,
" s i o c : post " : {
" @id " : " ht tp :// instagram . com/postId " ,
" dcterms : crea ted ":"2018−06−24" ,
" s i o c : content " : " Great dinner a t Hotel de Goudfazant in a old f a c t o r y
on north s ide of Amsterdam . . . " ,
" s i o c : hasCreator " : " ht tp :// instagram . com/userId "
} ,
" ssmo : l o c a t i o n " : {
" ssmo : categoryOfPlace " : " Restaurant " ,
" ssmo : address " : " Aambeeldstraat 10 , 1021 KB Amsterdam " ,
" ssmo : name " : " Hotel de Godfazan " ,
" @id " : " h t tps ://www. google . nl/maps/place/Hotel+De+Goudfazant /"
} ,
" ssmo : l e i s u r e a c t i v i t y " : {
" @id " : " ht tp ://ssm/lo1 " ,
" ssmo : isOfferedAt " : " h t tps ://www. google . nl/maps/place/Hotel+De+
Goudfazant /" ,
" ssmo : r e f l e c t e d B y " : " ht tp :// instagram . com/postId " ,
" ssmo : time ":"2018−06−24"
} ,
" fo : food " : {
" ssmo : isConsumedIn " : " ht tp ://ssm/fo1 " ,
" fo : i n g r i d e n t s " : " f i s h "
} ,
" ssmo : food a c t i v i t y " : {
" @id " : " ht tp ://ssm/fo1 " ,
" ssmo : isOfferedAt " : " h t tps ://www. google . nl/maps/place/Hotel+De+
Goudfazant /" ,
" ssmo : r e f l e c t e d B y " : " ht tp :// instagram . com/postId " ,
" ssmo : time ":"2018−06−24"
} ,
" ssmo : mobi l i ty a c t i v i t y " : {
" @id " : " ht tp ://ssm/mo1" ,
" ssmo : isOfferedAt " : " h t tps ://www. google . nl/maps/place/Hotel+De+
Goudfazant /" ,
" ssmo : r e f l e c t e d B y " : " ht tp :// instagram . com/postId " ,
" ssmo : time ":"2018−06−24"
}
}

By publishing the data as linked data we allow interoperability with other services by sharing
a common understanding of the energy-consuming activities domain. In this way, others can define
custom queries in a standard language (e.g., the SPARQL Protocol and RDF Query Language
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(https://www.w3.org/TR/rdf-sparql-query/)) and perform ad-hoc aggregations to satisfy their own
research needs.

3. Evaluation

Since the behavior regarding creating social media posts might differ between cities with
a different culture, for our evaluation we conducted a study on the cities of Amsterdam and Istanbul.

3.1. Dataset Collection

We collected data from 22 June until 27 June, and 27 July until 28 July 2018. At first, only social
media posts created in Amsterdam were collected to provide the first round of insights and tuning of
our pipeline. Hereafter, social media posts created in Istanbul were collected as well to compare the
results between the two cities. An overview of the numbers of collected social media posts is provided
in Table 6.

Table 6. Number of collected social media posts per day.

Date Amsterdam Istanbul
Instagram Twitter Instagram Twitter

22/06/2018 16,099 3602 - -
23/06/2018 15,794 3220 - -
24/06/2018 16,365 2594 - -
25/06/2018 15,426 3024 - -
26/06/2018 14,985 3685 19,887 4476
27/06/2018 16,966 1929 28,346 8931
27/07/2018 17,854 1684 22,127 4818
28/07/2018 17,779 3656 21,082 11,522

Total 131,268 23,394 91,442 29,747

We observe that, in general, more social media posts are created in Istanbul than in Amsterdam.
Given that Istanbul’s population is more than 15 times as large as Amsterdam’s population, this is
expected. In both cities, Instagram yielded more posts than Twitter.

3.2. Performance Analysis

The performance of the framework was evaluated using the standard metrics of precision, recall,
accuracy, and F1-score. Precision is the ratio between the posts classified correctly in one of the
categories and all the classified posts, recall is the ratio between posts classified correctly in one of
the categories and all the set of relevant posts. Accuracy is the fraction of posts correctly classified,
taking into the account also the true negatives (i.e., the posts correctly not classified in any category).
Finally, the F1-score is the harmonic average of the precision and recall.

The groundtruth was created through an online survey. We asked the participants to assess
whether a social media post relates to an energy-consuming activity. We use a random sample of
100 social media posts and balanced the representation of each energy-consuming activity category.
We collected 9 responses for each post and the final categories were decided with a majority vote.

Figure A1b in Appendix B shows an example of question asked in the survey.
Tables 7–9 summarize the evaluation metric values for each category of energy-consuming

activities individually, as well as for the total. The evaluation metrics are calculated for different
classification thresholds (from 0.3 to 0.7), to find the best-performing one. The framework’s overall
accuracy varies from 0.69 to 0.78. The accuracy for the classification of leisure activities is relatively
low compared to the other categories due to many false negatives—i.e., social media posts that are
not classified to leisure while, based on ground truth, they should be. Furthermore, the precision for
dwelling activities is rather low whereas the accuracy is relatively high due to many true negatives—i.e.,

https://www.w3.org/TR/rdf-sparql-query/
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social media posts that (based on ground truth) do not refer to dwelling activities and are indeed not
classified to this category by our classification model.

In Figure 7 the evaluation metric scores are plotted for the different threshold values. As expected,
the recall scores decrease while increasing the threshold—i.e., decreasingly relevant social media posts
have sufficient high confidence scores to exceed the threshold. As for the precision, we observe that
the scores are fluctuating for different threshold values. Increasing the threshold results in less true
positives, as well as less false positives. However, the numbers of true and false positives do not
decrease proportionally. Also, there are very few social media posts with a high confidence score for
dwelling. For a threshold greater than 0.4, the precision is zero for dwelling because no post was
classified as such.

Figure 7. Evaluation metrics.

Table 7. Accuracy of the pipeline at different levels of threshold.

Category
Metric Accuracy

Threshold 0.30 0.35 0.40 0.50 0.60 0.70

Dwelling 0.85 0.87 0.89 0.90 0.90 0.91
Food consumption 0.82 0.84 0.86 0.85 0.78 0.73

Leisure 0.60 0.57 0.56 0.54 0.48 0.37
Mobility 0.81 0.82 0.82 0.82 0.80 0.74

Total 0.77 0.78 0.78 0.78 0.74 0.69
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Table 8. Precision and recall values for each energy-consuming activities at varying values of threshold.
The values of the precision and recall for the Dwelling category for threshold greater than 0.4 are 0
because no posts were classified in that category.

Precision Recall
Threshold 0.30 0.35 0.40 0.50 0.60 0.70 0.30 0.35 0.40 0.50 0.60 0.70
Dwelling 0.23 0.27 0.20 0.00 0.00 0.00 0.38 0.38 0.13 0.00 0.00 0.00

Food 0.68 0.79 0.95 0.95 0.92 1.00 0.81 0.69 0.59 0.56 0.34 0.16
Leisure 0.80 0.88 0.89 0.87 0.89 1.00 0.61 0.49 0.46 0.45 0.34 0.15

Mobility 0.63 1.00 1.00 1.00 1.00 1.00 0.74 0.33 0.33 0.33 0.26 0.04
Overall 0.59 0.73 0.76 0.70 0.70 0.75 0.63 0.47 0.38 0.34 0.24 0.09

Based on Figure 7 a threshold of either 0.30 or 0.35 appears to result in the best performance.
For a threshold of 0.30, a precision of 0.59 is obtained whereas a threshold of 0.35 results in a precision
of 0.73. Furthermore, these thresholds (0.30 and 0.35) respectively result in recall scores of 0.63
and 0.47 and in F1-scores of 0.60 and 0.54. Based on the F1-score, a threshold of 0.30 seems to be
better performing. Yet, it is dependent on the context whether it is more important to have a higher
precision or recall score—i.e., whether it is more important to classify as many social media posts as
possible correctly or to discover as many as possible that are referring to energy-consuming activities.
In case the quantity of energy (in terms of kWh consumption or CO2 emission) during an activity is
analyzed, a higher precision is considered more beneficial. However, when a qualitative overview of
all energy-consuming activities performed by an individual is required, it is more advantageous to
have a higher recall score. For our case study, a threshold of 0.35 was selected.

Table 9. The F1-score value for each energy-consuming activity category at varying level of threshold.
The values for the Dwelling category for threshold greater than 0.4 are undefined because no posts
were classified in that category.

Category
Metric F1-Score

Threshold 0.30 0.35 0.40 0.50 0.60 0.70

Dwelling 0.29 0.32 0.15 - - -
Food consumption 0.74 0.73 0.73 0.70 0.50 0.27

Leisure 0.69 0.63 0.61 0.33 0.49 0.26
Mobility 0.68 0.50 0.50 0.50 0.41 0.07

Overall 0.60 0.54 0.50 0.60 0.47 0.20

3.3. Use Case

In this section, we give a deeper look to the posts that were classified in any of the four
energy-consuming activities.

We collected the posts regardless of the language. In the analysis, for Amsterdam we consider
the terms in English and Dutch, while for Istanbul we consider the terms in English and Turkish.
Notice that the terms in different languages are needed only for the textual part of the social media
posts, and not for the image labels and place categories.

For the text processing we used three pre-trained embeddings: for the English language we use the
model trained on the Google News corpus (https://github.com/mmihaltz/word2vec-GoogleNews-
vectors), for Dutch we use a model trained on the combined dataset of Wikipedia (https://dumps.
wikimedia.org/nlwiki/20150703), Sonar500 (http://hdl.handle.net/2066/151880) and Roularta corpus
(a set of articles form the publishing consortium http://www.roularta.be/en) [47], while for the Turkish
language we use a model trained on the Turkish Wikipedia dataset (https://github.com/akoksal/
Turkish-Word2Vec).

Table 10 shows the percentage of each category of energy-consuming activities for both cities.
In general, we observe that few social media posts are classified to dwelling. Our rule-based

https://github.com/mmihaltz/word2vec-GoogleNews-vectors
https://github.com/mmihaltz/word2vec-GoogleNews-vectors
https://dumps. wikimedia.org/nlwiki/20150703
https://dumps. wikimedia.org/nlwiki/20150703
 http://hdl.handle.net/2066/151880
http://www.roularta.be/en
https://github.com/akoksal/Turkish-Word2Vec
https://github.com/akoksal/Turkish-Word2Vec
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classification approach demands evidence for the user being at home before it classifies a post to
dwelling. It is very difficult to derive this evidence from the social media post because rarely people
check-in at their own home.

Table 10. Percentage of classified social media posts per category of energy-consuming activity.

Category Amsterdam Istanbul

Dwelling 3.25% (1326) 4.18% (589)
Food consumption 20.36% (8312) 21.99% (3100)

Leisure 44.75% (18,274) 41.49% (5850)
Mobility 31.64% (12,921) 32.35% (4561)

Total 100% (40,833) 100% (14,100)

For both Amsterdam and Istanbul, the leisure category has the largest share (approximately 40%)
compared to the other categories. The mobility category has the second largest share
(approximately 30%). The category of food consumption has a rather small share (approximately 20%).
However, nearly all social media posts that are classified to food consumption are also classified to
leisure based on the rule-based approach—a food consumption activity that is performed at some
other place than home is also considered a leisure activity. This explains why the share of the leisure
category is more than twice as large as the share of the food consumption category.

The distribution of social media posts classified to energy-consuming activities cities differs
between them. For Amsterdam (Figure 8a), most social media posts are created around the city
center—the neighborhood with the highest density (Burgwallen-Nieuwe Zijde) also include the city
center. For Istanbul (Figure 8b), multiple neighborhoods share a high amount of energy-consuming
activities; Başakşehir and Beşiktaş on the European part of the city and Kadıköy on the Asian part.

(a)

(b)

Figure 8. Overall distribution of energy-consuming activities of Amsterdam (a) and Istanbul (b).
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3.3.1. Dwelling

For both cities, few social media posts are classified to dwelling. For Amsterdam (Figure 9a),
the posts in this category were mainly created in the city center while in Istanbul (Figure 9b), the posts
are more evenly distributed with a higher concentration in the European part of the city (especially in
the Başakşehir district).

(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 9. Map visualizing the distribution of social media posts; (a,b) refer to dwelling, (c,d) refer to
food consumption, (e,f) refer to leisure and (g,h) refer to mobility.

As shown in Figure 10, the text terms that are most informative for a dwelling activity in
Amsterdam are “House”, “TV”, and “gaming”. In images, “tv”, “laptop”, and “keyboard” are
the most frequently recognized objects that indicate a dwelling activity for both cities. These seem to
indicate either recreational or work activities.
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There are no place terms related to this type of activity because houses do not have a category in
the sources used in the data enrichment phase.

(a)

(b)

Figure 10. Bar charts visualizing the most occurring terms in social media posts classified to dwelling
activities in Amsterdam (a) and Istanbul (b). For readability purposes, in the figures we show only
English terms.

3.3.2. Food Consumption

As shown in Figure 9c, the city of Amsterdam shows the highest concentration of food
energy-consuming activities in the city center. On the other hand, Istanbul, as shown in Figure 9d,
shows peaks in the Beşiktaş district and in the northern neighborhoods.

Based on the top frequent terms in Figure 11a,b, images seem to be most informative to identify
food consumption activities. Furthermore, “food” and “coffee” were the top frequent text terms
indicating a food consumption activity in both cities. Besides that, individuals appear to create food
consumption-related post most often while checking in at a “Bar” (Amsterdam), “Cafe” (both cities) or
“Restaurant” (both cities).

3.3.3. Leisure

In Figure 9e the distribution of social media posts in Amsterdam classified to leisure activities
seems to be more distributed over the different neighborhoods. When zooming in on a few
neighborhoods (Burgwallen-Nieuwe Zijde, Museumkwartier, and Amstel III/Bullewijk) some
interesting observations are made.

In general, the city center (Burgwallen-Nieuwe Zijde) is characterized by many tourists, who are
partying, visiting the flower markets, going to museums, or enjoying the canals, among other things.
This is reflected in the top frequent text terms: “night”, “holiday”, “party” (text), “Flower Shop”,
“Art Museum”, and “Hotel” (place) are some terms that comply with these activities.



Energies 2019, 12, 15 20 of 28

Museumkwartier is the neighborhood where many of Amsterdam’s most famous museums are
situated. In fact, we find that the top occurring terms are related to these museums: “museum” (text),
“art_gallery” and “museum/indoor” (image), and “Art Museum” (place).

Amstel III/Bullewijk is known for Amsterdam’s soccer stadium and the major concert halls.
As expected, the top occurring terms are: “concert” and “music” (text), “arena/performance” and
“stage/indoor” (image), and “Concert Hall” and “Soccer Stadium” (place).

The distribution of the leisure-related social media posts over Istanbul’s neighborhoods (Figure 9f)
is rather similar to the food consumption-related one: most dense in the center and west of
it (the Başakşehir district, where also the stadium of the homonymous soccer team is present).
Interestingly, as shown in Figure 12, it seems that in Istanbul the majority of leisure activities take place
in shopping malls.

(a)

(b)

Figure 11. Bar charts visualizing the most occurring terms in social media posts classified to food
consumption activities in Amsterdam (a) and Istanbul (b). For readability purposes, in the figures we
show only English terms.

(a)

Figure 12. Cont.
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(b)

Figure 12. Bar charts visualizing the most occurring terms in social media posts classified to leisure
activities in Amsterdam (a) and Istanbul (b). For readability purposes, in the figures we show only
English terms.

3.3.4. Mobility

Since Amsterdam’s train station is situated in the city center, it makes sense that this neighborhood
is most dense regarding the count of social media posts classified to mobility (Figure 9g). This is also
due to the canal trips in the city center that individuals (mainly tourists) tend to post about.

In Figure 9h two of the western neighborhoods (Başakşehir and Eyüp) are the densest regarding
mobility activities. Multiple highways run through these neighborhoods (and particularly Eyüp
connects the Black Sea to the Golden Horn) as well as a large highway junction. If we look at the
terms (Figure 13), we can notice that in Istanbul are present more term related to transportation by car
(e.g., Gas Station, Car Wash, parking_lot, car, etc.).

(a)

(b)

Figure 13. Bar charts visualizing the most occurring term in social media posts classified to mobility
activities in Amsterdam (a) and Istanbul (b). For readability purposes, in the figures we show only
English terms.
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If we compare the frequencies of displacements of both cities (Figure 14) we can observe that
while in Amsterdam people tend to travel for short distances (between 1 and 5 km), in Istanbul the
chart shows a long tail distribution. Since Istanbul is significantly larger in size than Amsterdam, this
is in line with our expectations.
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Figure 14. Bar chart visualizing the frequency of displacements (average distance between posts
in kilometers) in Amsterdam and Istanbul.

3.3.5. Discussion

In both cities, few social media posts referring to dwelling activities were captured by the
framework. This may be because social media users do not consider their regular domestic activities
interesting enough to be shared with other social media users.

More posts related to food consumption were captured, but, by looking at the most occurring
terms, they seem to occur out of home.

Then, as expected by the typical usage of social media, we detected many posts related to leisure
energy-consuming activities. Moreover, they seem to reflect the types of venue present in a particular
district, for instance, in the Museumkwartier neighborhood in Amsterdam, we identified many social
media posts referring to museums and art.

Finally, people do not create explicit social media content about their mobility activities. When they
are traveling, they are more likely to create content about the activities they performed before. However,
we can use the distance between posts to detect if a transportation activity occurred.

Even if the two cities present the same ratio of energy-consuming activities, they show a different
geographical distribution; while in Amsterdam the activities are localized near the city center and in
Amstel III/Bullewijk (where the soccer stadium and the major concert halls are present), in Istanbul
the activities are distributed in different neighborhoods, mainly Başakşehir, Beşiktaş, and Kadıköy.
Probably, this is due to the different features of the two cities: Amsterdam has a well-defined center,
where the main venues are localized; while in Istanbul, also given the different size, have them
scattered in various parts of the city.

By looking at the most occurring terms, we notice a small difference between the characterization
of the energy-consuming activities in the two cities. In the food category, we can see place categories
more related to the Turkish cuisine (e.g., Turkish restaurant and kebab restaurant), and many leisure
activities in Istanbul seems to take place in shopping malls. Finally, for the mobility category, in Istanbul,
we notice a higher occurrence of terms related to transportation by car.
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Summarizing, our pipeline can detect more activities that fall in the broad category of indirect
energy-consuming activities, that are, as mentioned in Section 1, activities related to the production,
transportation, and disposal of a variety of consumer goods and services [12]. As expected from the
typical usage of social media, people post on social media when they are partying, having a fancy
dinner out; more rarely they share their domestic activities. Nevertheless, this should not be seen as
a flaw of our approach, but it should suggest that indeed social media can be used as a complementary
source of information regarding energy-consuming activities. In fact, domestic activities are already
partially captured by traditional data sources, while the indirect ones are either neglected [11] or the
methods used for collecting them have low temporal resolution and are costly (e.g., surveys).

Moreover, our coverage of activity types can be improved by including additional data sources,
for instance, the Steam (https://steamcommunity.com/) community for games or the Spotify
(https://www.spotify.com/nl/) music stream provider, are more likely to be used for sharing data on
dwelling activities, such as gaming or playing music.

3.3.6. Limitations

We acknowledge our approach is not free from limitations. Social media are inherently biased:
they are used by only a set of the population (e.g., youths, tourists, etc.) and for purposes different
from sharing energy-consuming activities. Moreover, the information shared on social media it is often
ambiguous and noisy (e.g., a picture of a tram does not mean that the user is traveling). The issue
of ambiguity and noise is partially mitigated by our rule-based approach, which shows promising
performance. However, the goal of this work is to investigate to what extent social media can be used
as a complementary source of information for energy-consuming activities. A study of demographic
representation is left to future work. Language can be an issue when applying our method in areas
where English is not the native language. However, this is addressed with multi-language dictionaries
and by the use of embeddings trained on the main language spoken in the considered area (e.g., Dutch
for Amsterdam). In addition, this issue only concerns the analysis of the text of the social media post,
and not the image or the location.

4. Conclusions

In this paper, we proposed a framework to automatically identify and describe energy-consuming
activities from social media posts. This framework is composed by an ontology that provides a better
understanding of the domain of energy-consuming activities and a data processing pipeline that
classify social media posts to the different categories.

Future works will focus on the improvement of the enrichment module of the framework.
For instance, entity extraction can be employed to understand whether a word refers to a place
(instead of only taking the place check-in into account) to increase the number of geolocated posts
processed by the pipeline.

Moreover, our rule-based approach could be used to generate large training sets for a classifier in
a distant-supervision fashion.

As mentioned in the previous section, other data sources will be investigated to increase the
coverage of types of energy-consuming activity, with a focus on dwelling.

A further validation will be performed by looking at correspondence with more traditional
sources (e.g., surveys, smart meter data etc.).

We will also investigate methods to link the information extracted from the social media post to
concrete values of energy consumption (in terms of e.g., kWh or CO2 emissions).
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Appendix A. Ontology Requirements

Table A1. Competency Questions that form the set of functional requirements for the SSMO ontology.

# Competency Question (CQ)
1 Does the individual perform an energy-consuming activity?

2 If so, what type (or category) of energy-consuming activity is performed by the individual?

3 At what place is the activity performed by the individual?

(i) To what type (or category) does this place belong?
(ii) What are the (sets of) coordinates of this place?

4 At what time is the activity performed by the individual?

5 What is the duration of the activity?

6 Does the individual use an object to perform this activity?

(i) If so, what kind of object?

7 In case a mobility activity is performed, what kind of mode of transport is used?

(i) What path (composed of different places, among which are the origin and destination) was taken?

8 In case a leisure activity is performed, what kind of artifact(s) is (are) used?

(i) In case the artifact is an appliance, what is its power?

9 In case a dwelling activity is performed, what kind of appliance(s) is (are) used?

(i) What is the power of this appliance?

10 In case of a food consumption activity, what kind of food is consumed?

(i) What ingredients are included in this food?
(ii) How (= through which process) is this food processed?
(iii) Does this process require an appliance? If so, what kind of appliance?
(iv) Where (= at what place) is this food processed?

11 How many energy-consuming activities are performed at a certain (aggregation of) place(s) during
a certain time span?



Energies 2019, 12, 15 25 of 28

Appendix B. User Online Survey

(a) (b)

Figure A1. Example of question for tuning the weights (a) and creating the groundtruth (b).
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