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Abstract—In visible light communication (VLC), the quality of
communication is primarily dominated by line-of-sight links. To
ensure an appropriate link quality anywhere, beamsteering has
been proposed where transmitters (TXs) dynamically steer their
beams to create beamspots on the users. However, these highly
dynamic TXs face the beam tracking problem and result in highly
variable illumination. In this work, we propose BlendVLC, a cell-
free network architecture to improve the mobility robustness of
users by blending the beamspots from both steerable and fixed TXs.
We solve the beam tracking by designing a centimeter-level visible
light positioning algorithm empowered by a neural network.
Relying on this location information, we formulate and solve an
optimization problem on the beamspot blending, and design a fast
and scalable heuristic for large networks. We build a proof-of-
concept testbed as well as a simulator to evaluate BlendVLC. We
show that it achieves superior performance compared to denser
networks with fully fixed TXs. For example, in a large-scale VLC
network of 8 m x 4 m, BlendVLC improves the average system
throughput by 30%, while only requiring half the number of TXs.

Index Terms—Visible light communication, beamsteering, cell-
free, mobility, positioning, tracking

I. INTRODUCTION

Wireless networks are dominating our daily lives. By 2023,
over 70% of the global population will have mobile connec-
tivity and there will be 3.6 networked devices per capita [1].
To accommodate this increasing density in wireless devices,
further advancements in communication technologies are re-
quired. Despite the continuous efforts spent on radio frequency
(RF) technologies, they lack the sufficient RF spectrum to meet
this ongoing and ever-expanding traffic demand [2].

Visible light communication (VLC) has attracted significant
attention on complementing RF networks to provide reliable
communication in ultra-dense scenarios. Due to the directivity
of LED beams, VLC facilitates a high level of spatial reuse, al-
lowing to create a network of atto-cells with densely deployed
transmitters (TXs) [3]. However, in mobile scenarios, a dense
VLC network increases the deployment cost and leads to more
frequent handover overhead, reducing mobility robustness.

To reduce the density of TXs, steerable LED TXs have been
proposed in which the direction of light beams can be adapted
to always point to mobile users, also known as beamsteering.
Using such steerable directional beams could maximize the
signal strength and coverage area [4], [5]. Further, by lowering
the semi-angles of LEDs, dynamic precise beamspots can be
formed with minimal interference among the beams. However,
these works neglect the beam tracking problem, which is one
of the main challenges in VLC beamsteering, especially in

mobile scenarios. This requires accurate user positioning, for
which visible light positioning (VLP) could be a promising so-
lution. Secondly, highly dynamic beams affect the illumination
functionality, which is harmful for the users in the network.

To overcome aforementioned challenges, in this work, we
propose BlendVLC, a cell-free integrated VLC/VLP architec-
ture consisting of two networking planes: 1) a static plane
composed of fixed TXs with immutable beam orientations in
a cell-free architecture in which multiple TXs serve one user,
and 2) a dynamic plane consisting of steerable TXs that sup-
port beamsteering. This allows to create blended beamspots,
originating from both fixed and steerable TXs. A beamspot
at a user is defined as the aggregate signal (i.e., aggregate
light spot) from the TXs assigned to that user. We tackle the
beam tracking problem by performing VLP with the static
plane. As the architecture of BlendVLC is inherently cell-free,
there are no cell boundaries during downlink transmission, and
multiple TXs in the network can cooperate to jointly serve
the receivers (RXs) in a user-centric fashion. Since users are
allowed to dynamically associate with multiple TXs within
their field of view (FoV), BlendVLC could greatly improve the
mobility robustness compared to the conventional small cell-
based designs [6]. Further, BlendVLC can achieve comparable
or even superior performance as a network with more densely
placed fixed TXs.

The contributions of this work are summarized as below:
• We propose BlendVLC, a cell-free network architecture

empowered by beamspot blending. In BlendVLC, a static
plane clusters and localizes the users. Another dynamic
plane, in which the TX beams are steerable, uses the real-
time positions of users for efficient beamspot blending.
The static and the dynamic planes, together, perform data
transmission to the users through the blended beamspots.
We translate this two-plane network concept into a build-
ing block, consisting of four fixed TXs and one steerable
TX. We show that cooperation between these two planes
can boost the system robustness in mobile scenarios.

• We propose a VLP method using a multilayer perceptron
neural network to localize the users. Our method achieves
an average positioning accuracy of 3.4 cm within 0.45 ms.

• We design a scalable heuristic to blend the TX beamspots
in real-time and with low complexity. It improves the sys-
tem mobility robustness and also works in large networks.

• We carry out extensive experiments in a proof-of-concept
testbed to evaluate the system performance of BlendVLC.
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We demonstrate that BlendVLC achieves superior perfor-
mance under various network sizes and topologies.

• We show that our building block is a modular and scalable
design that performs well in large networks. For example,
in a large network with 21 building blocks, BlendVLC
improves the system throughput by 30% compared to a
denser network that has twice the number of fixed TXs.

II. BACKGROUND AND DESIGN GOALS

A. Background

Channel propagation. The intensity of the light beam from
an LED is modelled by the Lambertian pattern. Since VLC is
line-of-sight (LoS) dominated, it is sufficient to solely consider
the LoS propagation. The channel gain h is modelled as:

h =

{
(m+1)A
2πd2 cosm(φ)g(ψ) cosψ, 0 ≤ ψ ≤ Ψc

0, otherwise
, (1)

with m the LED’s Lambertian order, A the photodiode’s sens-
ing area, d the distance between the TX and RX, φ and ψ the
irradiation and incidence angles, respectively, g(ψ) the con-
centrator and filter gain, and Ψc the RX’s FoV.

Operation modes of LED TXs. Each TX has two operating
modes: 1) Illumination mode, in which the TX is only used for
illumination, achieved by applying a constant current through
the LED. 2) Illumination+communication mode, in which the
LED is modulated to transmit data. To avoid flickering, the
average LED illuminance is the same as in illumination mode.

Cell-free VLC and synchronization. In cell-free network-
ing, a central processing unit (CPU) coordinates all TXs to
form beamspots to desired RXs. For each beamspot, relevant
TXs are synchronized via none-line-of-sight (NLOS) VLC [7],
[8]. That is, for each RX, the CPU appoints a leading TX from
those that will jointly serve the RX. This leading TX transmits
a pilot signal that is reflected by the floor, which then can be
detected by other TXs to perform synchronization. Then, these
TXs jointly send synchronized signals to the desired RX.

B. Design goals

The goal in this work is to design and implement a practical
beamspot blending system that addresses following challenges:

Mobility robustness. Highly dynamic TXs face difficulties
to ensure a guaranteed stable quality of service to mobile users,
as an error in the beam tracking or steering can severely impact
the performance. Thus, the tracking should be accurate, fast
and stable over time. Further, in case of any error, the system
should be able to fall back on a baseline network, which works
independently of the beam tracking and steering.

Fast adaptation. To keep track of mobile users and properly
assign the TXs, timely execution of following elements should
be assured. Firstly, periodic measurements must be carried out
to avoid outdated channel information. Secondly, assigning the
TXs and identifying the best steering angle must be performed
in real-time with a low-complex method. Finally, the beamspot
blending needs to be carried out in a swift manner.

Illumination functionality. Abrupt changes in beamspot
blending must be avoided, as they degrade the user experience.

central processing unit

steerable TX
fixed TXuser 1

user 2

...

...

receiver/photodiode

building block

Fig. 1: The system architecture of BlendVLC.

Scalability. To facilitate widespread adoption in large prac-
tical networks, the system design should be scalable.

III. SYSTEM ARCHITECTURE

We consider an indoor cell-free VLC network with N TXs
distributed in a grid on the ceiling and M randomly distributed
mobile users. The system architecture is presented in Fig. 1.
The network is partitioned in overlapping building blocks, each
consisting of four fixed TXs and one steerable TX, as detailed
further in Sec. III-B. Each TX contains an LED which is used
for both illumination and downlink communication, while each
user adopts a photodiode to receive data from the TXs. The
uplink communication can be based on WiFi or infrared light
(IR), as adopted in our system and LiFi-XC [9], respectively.
All TXs are connected to a CPU via Ethernet. The CPU man-
ages the cell-free network, partitions nearby users into clusters
to avoid excessive inter-user interference, and orchestrates the
TX assignments. We consider a multi-user multiple-input-
single-output (MU-MISO) scheme, in which a user can be
served by multiple synchronized TXs. In this way, one or more
beamspots can be generated at users, in which a beamspot is
defined as the aggregate signal (i.e., aggregate light spot) from
the TXs assigned to that user. As the beamspots are small,
multiple users can be served in parallel.

A. Networking planes

Static networking plane. This plane consists of fixed TXs,
which act as a baseline network and provide illumination. The
beam orientations of fixed TXs are immutable and thus do not
change over time. This plane groups nearby users into clusters
and provides wireless connectivity to them. Besides, it local-
izes the users with a novel VLP method, being fundamental
for the operation of the dynamic networking plane.

Dynamic networking plane. Based on the user position
information from the static plane, the dynamic plane identifies
the optimal beam angles of steerable TXs. Then, it steers these
beams to blend with the beamspots from the fixed TXs, in order
to boost the data rate to the users in the network.

Cooperation among these two networking planes allows to
create blended beamspots, which are defined as the aggregate
light spot originating from combining the signal of both fixed
TXs and steerable TXs. This requires inter-TX synchroniza-
tion, which is handled as described in Sec. II-A.
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(a) Layout of the building block (b) TX beamsteering

Fig. 2: Illustration of the proposed building block, consisting
of four fixed TXs and one steerable TX.

B. System model

The building block. The scalable network architecture con-
sists of overlapping building blocks. Each building block has
four fixed TXs and one steerable TX. Its topology is illustrated
in Fig. 2a. Each TX can operate in either illumination mode or
illumination+communication mode (cf. Sec. II-A). We fix the
electrical transmission power budget per area Pa and divide it
over the TXs such that the transmission power per TX equals
Pt = (Pa Ae) /N , with Ae the area of the environment. The
fixed TXs are deployed in a grid with an inter-TX distance ∆t.
Their Lambertian order m, which is related to the half power
semi-angle φfix via m = −1/ log2 (cosφfix), is set such that the
received signal strength (RSS) at the RX right under the TX is
identical for different TX densities ∆t, i.e., (m+ 1) ∼ 1/∆2

t .
The steerable TXs have a half power semi-angle φsteer and a
variable orientation, for which an illustration is depicted in
Fig. 2b. The azimuth angle ζ ∈ [0◦, 360◦] represents the angle
between the orthogonal projection of the orientation vector ~nt
onto the XY-plane and the positive direction of the X-axis.
The polar angle γ ∈ [0◦, 90◦] denotes the angle between ~nt
and the positive direction of the Z-axis.

Mobile users. We use the random waypoint (RWP) model,
a widely adopted mobility model in wireless networks [10],
for the trajectories of mobile users. In this model, users first
choose their destination randomly in the area. Then, they move
along their trajectories on a straight line from the source to
the destination at a constant pace. In this work, we set the
maximum speed to vmax = 1.4 m/s and let users move in the
area with a random speed between [vmax/2, vmax] m/s [11].
To reflect realistic scenarios, we add an extra constraint to the
model to guarantee a 30 cm minimal inter-user distance.

SINR. To keep track of the cluster a user belongs to, we use
the user-cluster vector u = [uj ] ∈ {0, . . . , C}M×1, in which
uj denotes the cluster number of RXj and C the number of
clusters. Then, the received signal-to-interference-plus-noise
ratio (SINR) at RXj can be calculated as follows:

SINRj =

(
ρ η Pt

∑N
i=1 si,uj

hi,j

)2
Pn +

∑C
c=1
c6=uj

(
ρ η Pt

∑N
i=1 si,c hi,j

)2 , (2)

with ρ the responsitivity of the photodiode, η the wall-plug
efficiency of the LED (i.e., the energy conversion efficiency
from electrical to optical power), S = [si,c] ∈ {0, 1}N×C the

Time

...

Beacon frame Data frame

... ......

Sync frame

Fig. 3: Illustration of beamspot interval, consisting of a beacon
frame, a synchronization frame and multiple data frames.

RSS acquisition

User clustering

TX-cluster assignment

Static networking plane

Dynamic networking plane

TX synchronization

User localization

Data communication

Fig. 4: Flow diagram of BlendVLC.

serving matrix, in which si,c indicates whether TXi is serving
cluster c and with Pn the noise power.

The achievable throughput Rj at RXj is modelled as below:

Rj =
1

|Muj
|
B log2 (1 + SINRj) , (3)

with B the communication bandwidth and |Muj | the number
of RXs in the cluster of RXj. We useMc further in this work
to denote the set of users in cluster c.

IV. BLENDVLC DESIGN

In this section we present the design details of BlendVLC.

A. System workflow

Since the mobile users are subject to a varying channel over
time, the channel is measured frequently to avoid performance
loss due to outdated information. That is, the time is divided
into periodically recurring beamspot intervals of duration Tb,
as shown in Fig. 3. Each beamspot interval starts with a beacon
frame which is used by the CPU to advertise the presence of
TXs, by users to measure their downlink channels, and by the
CPU to update the resource management of the network. It is
followed by a synchronization frame to align the serving TXs
and multiple subsequent data frames. The length of the interval
must be chosen sufficiently small such that the channel to the
mobile users can be assumed approximately unchanged within
the interval. It is usually in the range of 100 ms-1000 ms [12].
In every interval, following steps are taken, as shown in Fig. 4.

Step 1: User localization and clustering. After transmis-
sion of the beacon frames by the fixed TXs, all users measure
the RSS between the fixed TXs and themselves and send this
information back to the CPU via the uplink channels. Based
on the RSS values, the static networking plane determines the
position of the users with VLP using a neural network, for
which the details will be presented in Sec. IV-B. Further, the
RSS is used by the CPU to group closely spaced users into
clusters. That is, users having the same best fixed TX form
a cluster (i.e., TX with maximal signal strength to users), for
which the CPU appoints this best TX as the master TX for that
cluster. Users in different clusters are served in parallel; in case
multiple users are in the same cluster, they are served based
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on a contention–free time-division multiple access scheme, in
which the data frames are equally distributed among the users
to ensure user fairness.

Step 2: TX assignments and beamspot blending. Next,
the CPU assigns TXs to the clusters. First, the optimal serving
TX set is determined for the static networking plane. Then, the
CPU determines the optimal assignment of the steerable TXs,
as well as their optimal orientations. The serving fixed TXs
and steerable TXs, together, generate the blended beamspots
and transmit data to the users. Before starting the data transfer,
all the serving TXs for a given cluster are first synchronized
(cf. Sec. II-A). Then, they jointly transmit synchronized sig-
nals to the users in the clusters through the blended beamspots.

Step 3: Blended beamspot operation. Once the steerable
TXs are assigned to a cluster and their beam orientations are
determined, they keep the orientations fixed during the entire
beamspot interval, i.e., they do not change their orientations
when switching between users in the same cluster. Firstly,
this reduces the delay, as every orientation update requires a
settling time, which is around 5 ms when using a micromirror
[13]. Secondly, in order to avoid the flickering effect for the
human eye, rapid orientation changes above 200 Hz should
occur, which is not feasible if the settling time is 5 ms [14].

In the rest of this section, we will answer the following two
key questions in designing BlendVLC: 1) how to localize the
users and thus support beam tracking and beamspot blending,
independent of the network architecture, and 2) how to assign
the fixed TXs and the steerable TXs, and find the optimal beam
direction of the steerable TXs, to form the blended beamspots?

B. RSS-based localization with visible light

Based on the channel measurements in the static networking
plane, the position of the users can be determined. In this work,
we propose a VLP system that applies a multilayer perceptron
(MLP) neural network to estimate the user positions based
on the RSS of downlink channel measurements. The model
does neither require knowledge about the TX arrangement nor
about the irradiation pattern of the LEDs; it directly translates
the RSS values of the fixed TXs to the 2D coordinates of the
users. The MLP network consists of an input layer, four fully
connected hidden layers and an output layer. The output of
layer k can be represented as:

yk = fk (W k yk−1 + bk) , k = 1, . . . , 5, (4)

in which W k is the weight matrix, fk the non-linear activation
function in layer k, and bk a bias vector used in layer k. The
four hidden layers contain 256, 512, 1024, and 512 neurons,
respectively. Thus, the sizes of W k in the first layer and the
last layer are 256×N and 2× 512, respectively. The hidden
layers use the LeakyRelu activation function [15], whereas the
output layer uses the Sigmoid activation function [16].

To train the model, a data set is constructed through experi-
mental measurements (cf. Sec. VI-A). This data set consists of
the RSS values of all fixed TXs in the network and the ground
truth positions. The set is randomly split into a training set to
train the model, a validation set to tune the hyperparameters

RSS of all TXs

1 2 3

Sample

Neural network
Experimental 

data set
Position

X Y

Loss

MSE

Update parameters

Estimate position

...

Fig. 5: Overview of the proposed RSS-based VLP empowered
by an multilayer perceptron (MLP) neural network.

(e.g., model weights and training batch size), and a test set
for final evaluation. An overview of the training procedure is
shown in Fig. 5. First, a batch of 32 training samples is loaded
from the data set. The RSS values of this batch are forwarded
through the network, providing predictions of the position as
output. The predictions are compared against the ground truth
positions with the mean squared error (MSE) loss function,
which corresponds to the euclidean distance between positions.
The calculated loss is then used to update the model weights
using backpropagation and the Adam optimizer with a learning
rate of 10−4 [17], improving the model in predicting the
positions of the next batch. The model weights are initialised
using the initialisation in [18]. To avoid overfitting, early
stopping is used, in which the training process is stopped
when no performance improvements on the validation set have
been observed for 25 epochs. At test time, a new unknown
data sample is fed through the network with the trained
hyperparameters, and a 2D position estimate is obtained.

C. Beamspots blending
In this section, we present our beamspots blending method,

in which a subset of the TXs performs beamsteering and thus
adapts their orientation dynamically based on the position
of the users in the network. The goal is to optimize the
steerable TX’s orientation such that the sum of the logarithmic
user throughput is maximized, ensuring fair distribution of
the user data rates. Since this problem is non-convex and
hence gradient based methods can be stuck in local optima,
the authors in [14] solve it with a grid-based search method,
in which the polar and azimuth angle of the steerable TX
is discretized into small sampling intervals and the optimal
values are found by testing all combinations. Due to this
brute-force search, the complexity scales quadratically with the
resolution of the interval and exponentially with the number
of steerable TXs.

To get more insight in the system, we propose a two-step
approach in which we decouple the cluster assignment from
the beam angle adaptation. In the first step, every fixed and
steerable TXi is assigned to the optimal cluster āi. We start
by assigning the set of fixed TXs Nfix such that:

āi = arg max
c

∑
j∈Mc

log (Rj), ∀i ∈ Nfix, (5)

subject to:
max
c
n(c) <= ν, (6)
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in which n(c) represents the number of cooperating fixed TXs
to cluster c and ν the maximal degree of cooperation. We set ν
to the number of fixed TXs in the building block, i.e., ν = 4 for
our design. Then, we assign the steerable TXs Nsteer, assuming
they would be oriented towards the mean position of the users
within the cluster1:

pc =
1

|Mc|
∑
j∈Mc

prj (7)

ζi = atan2
(
pti,y − pc,y, pti,x − pc,x

)
(8)

γi = atan2

(√(
pti,x − pc,x

)2
+
(
pti,y − pc,y

)2
, pti,z − pc,z

)
(9)

āi = arg max
c

∑
j∈Mc

log (Rj), ∀i ∈ Nsteer, (10)

subject to:
γi,min ≤ γi ≤ γi,max, (11)

in which pti denotes the position of TXi, prj the position of
RXj and pc the mean RX position in cluster c. The constraint
limits the polar angle range of the steerable TXs and thus the
set of clusters two which the steerable TXi can be assigned.
Throughout this work, we set γmin = 0◦ and γmax such
that the steerable TX can maximally be tilted to the farthest
location in the coverage region of adjacent fixed transmitters:

γmax = arctan

( √
2 ∆t

pti,z − prj,z

)
, (12)

in which pti,z and prj,z is identical for every TXi and RXj,
respectively. Given the structure of the proposed building
block, this means that the steerable TX can be oriented towards
the coverage area of the four adjacent fixed TXs.

In the second step, the orientation of the steerable TX is
further optimized within each cluster. In particular, the optimal
azimuth angle ζ̄i and polar angle γ̄i of steerable TXi is
determined as follows:

ζ̄i, γ̄i = arg max
ζi,γi

∑
j∈Māi

log (Rj), ∀i ∈ Nsteer, (13)

subject to:
γmin ≤ γi ≤ γmax. (14)

V. INSIGHTS INTO THE BUILDING BLOCK

To get insight in the system design, we focus in this section
on a building block with a size of 2m×2m×2.8m, including
a steerable TX in the middle and four fixed TXs in the corners,
with ∆t = 1.0 m and a semi-angle of φfix = 15◦. This layout
of the building block is shown in Fig. 6. In the rest of this
paper, we denote this layout as B5. For the steerable TXs, we
use a semi-angle φsteer = 10◦, as it shows a higher minimal
throughput along the users’ trajectories, as shown in Fig. 7.

Throughout this work, we compare B5 with two other fully
static building blocks, consisting of 1) a 4-TX network (S4)

1atan2(y, x) represents the 2-argument arctangent defined as the angle in
the Euclidean plane between the positive x-axis and the ray to the point (x, y).

TX1 TX2

TX3 TX4

TX5

RX1

Fig. 6: Building block layout
with the red arrow denoting
the steerable TX orientation.

50 200 400 600
20

40

60

Beacon interval Tb [ms]

M
in

.t
hr

ou
gh

pu
t

[M
b/

s]

φsteer=15◦

φsteer=10◦

Fig. 7: Impact of semi-angle
φsteer in building block with
M = 2.

TABLE I: System parameters.

Parameter Notation Value

Noise power Pn 3.51 × 10−17 W

Bandwidth B 20 MHz
TX power per area Pa 0.90 W/m2

Wall-plug efficiency η 40%
RX field-of-view, collection area Ψc, A 60◦, 1.1 mm2

RX responsitivity ρ 0.40 A/W

with ν = 4, and 2) a denser 9-TX network (S9) with ν =
9. The TX semi-angle and TX transmission power for these
networks is determined according to Sec. III-B, using B5 as
the baseline (i.e., S4 and S9 have a 25% higher and 44% lower
TX transmission power Pt than B5, respectively).

In this paper, we set the duration of the beamspot interval to
Tb = 100 ms. This means that with vmax = 1.4 m/s, users can
move at most 14 cm within the interval. As shown in Fig. 7,
this ensures a limited loss due to outdated information for
the considered TX semi-angles. We analyze the performance
by emulating 20 random user iterations with a duration of
3 seconds. Other system parameters are presented in Table I.

A. Comparison of the beamspot blending methods

We compare the performance of the different beamspot
blending methods described in Sec. IV-C. To simulate the
grid-based method, we divide the area in tiles with 10 cm
side length, calculate the channel gain in every tile and obtain
the optimal orientation by selecting the best performing one
among all tiles. The Cumulative Distribution Function (CDF)
of the user throughput for a network with M = 3 users is
shown in Fig. 8a. First, we observe that the grid-based method
results in very similar performance as the two-step approach
(labelled ‘2-step, optimal’). By using the two-step approach,
the average time to calculate the assignment and optimal
orientation of the steerable TXs can be reduced from 295 ms to
59 ms, a 5× improvement. Next, we conclude that pointing to
the mean position of users within the selected cluster (labelled
‘2-step, mean’) instead of optimizing the orientation within the
cluster in Eq. (13) results in very similar proportional fairness.
This can further reduce the calculation time to 2.5 ms.

Insight 1. Our two-step approach can achieve comparable
performance as the exhaustive grid-based method. Optimal
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Fig. 8: Comparison of methods to create blended beamspots
in building block network with M = 1 to M = 3 users.

proportional user fairness can be approximated by steering the
beams to the mean user position of the selected cluster.

B. Scalable heuristic

The optimization problem of the two-step approach requires
centralized knowledge about all building blocks in the network
and its computational complexity scales exponentially in terms
of the number of fixed TXs ∼ (C+1)|Nfix| and steerable TXs ∼
5|Nsteer|. Therefore, we propose a low-complex heuristic, which
performs TX-cluster assignments in a distributed manner and
determines the orientation of the steerable TXs independently
per building block. That is, we determine the best cluster ãi
for a fixed/steerable TXi such that:

β(c) =

1
|Mc|

∑
j∈Mc

Ps(i, j)

1
|M\Mc|

∑
j∈M\Mc

Pi(i, j)
(15)

ãi =

{
arg maxc β(c), β(ãi) > τ

∅, otherwise
, (16)

with Ps(i, j) the desired signal power from the TXi to RXj
if the TX would be assigned to cluster c and Pi(i, j) the
interference power generated by TXi to RXj. For the fixed TX,
these values can be directly obtained from the channel quality
measurements and Eq. (2). For the steerable TX, we concluded
that pointing the steerable TXs to the mean user position
in the cluster shows comparable performance as optimizing
the orientation within the cluster. Therefore, after localizing
the users, we use the position information to estimate the
channel quality with Eq. (1), assuming the TX points to the
mean position in the cluster. This avoids the need for an
exhaustive search over all possible orientations of the steerable
TX. Further, a fixed/steerable TX is only assigned to a cluster
if β(ãi) > τ , to enable a TX only if it results in a significant
improvement. We found empirically that τ = 100 shows good
performance, and therefore is used further in this work. We
use the same constraints as before, for the fixed TXs in Eq. (6)
and the steerable TXs in Eq. (11).

From Fig. 8a, it is clear that the heuristic achieves compara-
ble performance, although it favors more the higher throughput
regime compared to the two-step approach. It can reduce the
calculation time to 2.1 ms with a loss of 1% in average user
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Fig. 9: CDF of user throughput in the building block network
for BlendVLC (B5) and fully static networks (S4 and S9).

throughput for M = 3. Also for other user densities in Fig. 8b,
we draw similar conclusions. We emphasize that the heuristic
allows distributed TX-cluster assignments and that the best
steerable TX orientations can be set locally per building block,
making it suitable for large network deployments.

C. Comparison with fully static (denser) networks

We compare the performance of the building block B5 of
the BlendVLC with the fully static 4-TX (S4) and 9-TX (S9)
networks. The CDF of the user throughput is depicted in
Fig. 9. Overall, we observe a clear gain in the user throughput
compared to the static networks. If M = 1, then there is
only a single user in the network such that the maximum ν
fixed TXs and the steerable TX can always be assigned to
the RX. This leads to a 48% and 39% higher average user
throughput compared to S4 and S9, respectively. If M = 2,
the fixed TXs and steerable TX need to take into account the
interference they might generate to other clusters by choosing
one cluster. Nevertheless, the B5 can improve the average user
throughput with 27% compared to S4. Although S9 can serve
more clusters in parallel, B5 still shows a slight improvement
of 1.3% in user throughput.

Insight 2. BlendVLC can achieve comparable (S9) or even
superior (S4) performance compared to fully static networks,
for the same total transmission power.

D. Cluster switching interval

Adapting the orientation of TXs alters the illumination
pattern, which can result in temporal light artefacts such as
flicker [19]. We empirically observe from our experimental
evaluation that most abrupt changes occur when the steerable
TXs switch between clusters. Therefore, we aim to extend
this cluster switching interval, by adding an extra constraint
to Eq. (10) to ensure a new cluster is only selected on
the condition that the gain in proportional fairness due to
switching compared to the current cluster is higher than a
predefined threshold. Otherwise, the TX keeps its cluster while
still having the ability to update its orientation within the
cluster. Next to reducing the switching frequency, this has also
the advantage of requiring less frequent re-synchronization
among the TXs serving the same cluster. The impact on the
user throughput is shown in Fig. 10a. We observe that without
constraint, the average switching interval is around 0.5 s. By
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Fig. 10: Impact of cluster switching and positioning error.

adding the constraint, the switching interval can be enlarged
to 1.5 s while keeping 80% of the maximal user throughput.
Further, we see that the more users in the network, the lower
the sensitivity as it is more likely that another user can benefit
from the steerable TX.

Insight 3. Most abrupt illumination changes occur between
cluster switches, which can be reduced by switching only if
the gain in performance is significant.

E. Impact of positioning error

We showed that pointing the steerable TX towards the mean
user position in the cluster achieves good performance. To
study the impact of errors in the estimated positions, we add
a random vector p̃ to prj , the real position vector of RXj, such
that the euclidean distance equals the positioning error εpos:∥∥(prj + p̃

)
− prj

∥∥
2

= εpos. (17)

We focus on 2D localization errors, i.e., p̃z = 0. The result is
shown in Fig. 10b for φsteer = 10◦ in a network up to M = 4
users. We conclude that BlendVLC is robust against position
errors. For εpos < 10 cm, the average user throughput drops
at most 1.1%. Further, we note that the more users in the
network, the higher the resilience against localization errors.
This is because calculating the average position in a cluster
averages out the positioning error, reducing its impact.

Insight 4. BlendVLC is robust against errors in the esti-
mated user positions, especially for larger user densities.

VI. PERFORMANCE EVALUATION

In this section, we evaluate the performance of BlendVLC
with extensive experiments.

BlendVLC implementation. We use the open-source TX
and RX front-end provided in [7], [8] as a basis for our
implementation of the fixed TXs and users. For the steerable
TXs, we leverage two TowerPro SG90 servo motors to control
the azimuth and polar angle of the steerable TXs, to perform
beamsteering. This solution is very low cost ($7). Our imple-
mented proof-of-concept BlendVLC is shown in Fig. 11, in
which a snapshot of the steerable TX with pan-tilt is given on
the right.

Experimental setup. We evaluate the performance by ex-
periments in a network with four overlapping building blocks
in an area of 3 m × 3 m, resulting in total 13 TXs for B5

Fig. 11: Our developed proof-of-concept BlendVLC testbed:
left) the whole testbed that includes the fixed TX whose beams
cannot be steered, the steerable TXs, and the mobile RXs that
are controlled by the ACRO systems; right) a steerable TX.

and nine TXs for S4 (each having 44% more transmission
power Pt than B5). The TXs are located at a height of 192 cm
from the floor and have a ∆t = 1.0 m inter-TX distance.
The fixed TXs have a semi-angle φfix = 15◦. The RXs are
placed on the floor at a height of 0.4 m and are controlled by
four OpenBuilds ACRO Systems [20] to dynamically adapt
their positions in the area. We use the proposed heuristic from
Sec. V-B for the TX assignments and beamspot blending. Due
to the limitations of the proof-of-concept testbed in adapting
the inter-TX distance and the TX semi-angle, we investigate
B5 and S4 in experiments while analyzing the denser static
network with S9 (25 TXs with 48% smaller Pt than B5) in a
simulator that we develop in Matlab.

A. RSS-based positioning with light

First, we evaluate the performance of our VLP method in
the experimental setup with four building blocks. To construct
the data set, we traverse the spatial coverage area of the ACRO
systems in steps of 1 cm. This leads to 121 steps in the X and
Y direction for every ACRO system. We take three channel
measurements from the nine fixed TXs for every position.
Further, we consider two different heights of the ceiling, one
at a height of 176 cm and the other at 192 cm. This results in
a total data set of 351384 samples, in which 64% is used for
the training set, 16% for the validation set and 20% for the test
set. Training is performed using the PyTorch framework for a
duration of about two hours. To evaluate the performance, we
use the euclidean distance between the real position and the
estimated position as the metric of interest.

On the test set, the position of the users can be determined
with an average accuracy of 3.4 cm within 0.45 ms. To get
more insight in the spatial error distribution, we analyze a
2D heatmap, which contains a sample for every possible 2D
location in the grid and thus consists of a mix of training,
validation and test set. The result is shown in Fig. 12. Since
not all locations are accessible by the ACRO systems, a cross-
like shape is visible in the figure. The average 2D accuracy on
the heatmap equals 3.7 cm. We conclude that our VLP system
achieves a high accuracy and ensures a minimal loss in user
throughput of less than 1%, as indicated before in Fig. 10b.
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dom trajectory in a 4-building
block network with M = 2.
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Fig. 14: SINR for RX2 along the trajectory in Fig. 13.
Circles: experiments; solid lines: simulations.

B. Cell-free networking

1) Comparison with fully static (denser) networks: We first
consider an instance with M = 2 users whose trajectories are
depicted in Fig. 13. When moving along the trajectories with
the ACRO systems, the users measure the channel qualities and
calculate the SINR according to Eq. (2). With the SINR values
as inputs, the user throughput is obtained using Eq. (3). We in-
vestigate both the configurations with and without cooperation
among fixed TXs (ν = 1, i.e., a single fixed TX is assigned
to a cluster). As an example, we show the experimental SINR
of RX2 in Fig. 14. With cooperation, an average SINR of
22.1 dB is achieved with the B5 building block of BlendVLC,
compared to 17.7 dB and 18.2 dB in a fully static network
with the S4 and S9 building block, respectively. This means
that B5/BlendVLC realizes an improvement of 4.4 dB and
3.9 dB, respectively. Without cooperation, we note an increase
in average SINR of 6.1 dB and 5.8 dB compared to S4 and
S9. This gain is higher because without cooperation S4 and S9
can only assign a single TX to the selected cluster, whereas
B5/BlendVLC might also assign the steerable TXs in addition
to a fixed TX. We note that some experimental measurements
are missing in Fig. 14. This is because not all positions within
the area are accessible by the ACRO systems (cf. Fig. 12).
Further, we provide the evaluation results from our simulator,
as shown by the solid lines in Fig. 14. We can observe a good
match between the experimental results and the simulation
results. The little deviations are due to the fact that the servo
motors of the steerable TXs are not responsive to very small
angle updates because of hardware inaccuracies.

To generalize these results, we perform measurements for 10
random trajectories in a network with M = 2. We analyze the
CDF of the user throughput both with and without cooperation
among fixed TXs. The result is shown in Fig. 15. We observe
a clear improvement of B5/BlendVLC compared to S4. The
experimental average user throughput increases from 121 Mb/s
to 145 Mb/s with cooperation, and from 104 Mb/s to 138 Mb/s
without cooperation. That is, B5/BlendVLC shows a gain
of 19% and 33%, respectively. From the figures, the gain
compared to S9 is also clearly visible. As above, the gain
without cooperation is higher because B5/BlendVLC has the
ability to assign steerable TXs in addition to fixed TXs.
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Fig. 15: CDF of experimental user throughput for BlendVLC
(B5) and fully static networks (S4 and S9) for M = 2.

2) Corridor evaluation: We also evaluate the performance
of BlendVLC in a realistic corridor scenario consisting of two
B5 building blocks, as depicted in Fig. 16. As before, we
compare the performance with the fully static networks, in
which now each TX has a 33% more (S4) and 47% lower (S9)
transmission power compared to B5. Due to space limitations,
we only show the results with cooperation among fixed TXs.
The exemplary trajectories for M = 1 and M = 2 users are
shown in Fig. 16a and 16b, respectively. The experimental
result for the trajectory in Fig. 16a is shown in Fig. 17a. We
observe that B5 achieves a gain of 23% in the experimental
average user throughput and a similar improvement of 27%
compared to S9 in simulations. Fig. 16b shows the trajectories
of two users in the corridor moving in opposite directions. The
average user throughput is depicted in Fig. 17b, for which B5
improves the user throughput by 21%, both compared to S4
in the experiment and S9 in the simulation.

C. Emulation in larger-scale networks

Lastly, we evaluate BlendVLC in a larger-scale conference
room with an area of 8 m × 4 m. This room consists of 21
overlapping building blocks, leading to a total number of 53
TXs for B5, 32 TXs for S4 and 105 TXs for S9. The users
can move freely and we vary the number of users from one to
12. The evaluation is done in the simulator because we do not
have enough TXs and RXs in the lab. We consider 20 random
trajectories of the users, with a minimal inter-user distance of
20 cm and a duration of 7.5 seconds per trajectory.
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trajectories) of the corridor scenario.
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The evaluation results are shown in Fig. 18. We observe that
B5/BlendVLC achieves superior system throughput compared
to the fully static networks S4 and S9. The average system
throughput over the considered user densities in B5/BlendVLC
improves with 57% and 30% compared to S4 and S9, respec-
tively. An important note is that B5/BlendVLC only requires
around 50% TXs to be deployed compared to S9.

VII. DISCUSSIONS

Beamsteering. In our implementation, the beams of TXs are
steered mechanically with low-cost pan-tilts, showing already
clear performance improvements. Envisioning a more practical
system, the pointing precision and adaptation speed could
be improved by advanced steering techniques. In general, all
techniques face a fundamental trade-off between steering range
and granularity. Mechanical gimbals support 360◦ steering but
are imprecise and bulky [21]. They might be combined with
fine-grained steering techniques with smaller steering ranges,
e.g., a micromirror controlled by a piezoelectric actuator [5] or
a micro-electromechanical system [22]. To avoid mechanical
movement, a spatial light modulator with liquid crystals can be
used, allowing to program reflection or transmission gratings
dynamically [23], [24]. Finally, steering beams might be
realized with fully passive devices by tuning the wavelength
of light in combination with diffractive gratings [25].

Illumination. Adapting the orientation of TXs might impact
the illumination distribution [26]. To minimize this, we take
two measures. Firstly, we only use a limited set of steerable
TXs next to the fixed TXs which provide stable illumination.
Secondly, as our experiments show that most abrupt changes
occur when steerable TXs switch among clusters, we advise
TXs to only switch when the resulting gain is significant. To
provide fully stable illumination, we argue that the steerable
TXs can use infrared light instead of visible light. By design-
ing a receiver front-end that is sensitive to both visible and
infrared light, an integrated flicker-free system can be realized.

Localization. Extensive research exists on the localization
using visible light [27]. Our work in particular focuses on an
RSS-based neural network technique with densely deployed
TXs that has not been studied before. In our future work, we
will compare its performance to state-of-the-art VLP methods.

VIII. RELATED WORK
We summarize the most relevant works in this section.

Beam tracking. Beam tracking has been extensively studied
in free-space optical communications [21], which is one of the
main challenges in beamsteering [28], [29] and can result in
delays in the order of seconds [30]. The authors in [31] pro-
pose an accurate beam alignment algorithm for inter-vehicular
laser communication, in which they use a sensor control loop
running at 1 KHz, introducing non-negligible overhead. This
challenge also exists in mmWave communications due to the
highly directional antennas, for which various solutions are
proposed [32], [33], including accurate positioning techniques
based on light to reduce the tracking complexity [34], [35].

Beamsteering. The work in [4] studies the benefits of beam-
steering in VLC, focusing on the illumination functionality.
In [5], a SINR gain of 12 dB in the low region is achieved by
beamsteering. Further, the same authors optimize the steering
angles in a single TX network with multiple beams to maxi-
mize user throughput [14]. However, they neither address the
beam tracking challenge nor study user mobility. In [26], [36]
the application of holograms in VLC beamsteering is reported,
in which an algorithm is proposed to reduce the time needed to
determine the optimal beam angle and generate the hologram.
By deploying steered narrow infrared laser beams, the authors
in [25] build a system achieving Gb/s links to multiple users
which are localized with corner cube reflectors.

In contrast to BlendVLC, none of the above related works
consider a fully integrated system that provides both accurate
positioning and beamsteering based on visible light. Further,
all the TXs are assumed to be steerable, whereas we consider a
modular building block with a subset of steerable TXs, which
reduces the cost and makes it scalable for large networks.

IX. CONCLUSION

We have designed BlendVLC, a cell-free network architec-
ture that improves mobility robustness of users by beamspot
blending. BlendVLC provides an integrated solution, tackling
both the beam tracking and steering challenges. We designed
an accurate VLP technique empowered by a neural network.
Based on that, we proposed a scalable heuristic for beamspot
blending. We demonstrated that BlendVLC achieves superior
performance compared to a fully static denser network.
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